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ABSTRACT

Low-dose computed tomography (LDCT) is a medical imaging modality designed to minimize ionizing radiation exposure while

maintaining the ability to produce detailed cross-sectional images. It is particularly valuable in scenarios requiring repeated

imaging, such as cancer screening, follow-up examinations or pediatric diagnostics, where reducing radiation dose is critical to

patient safety. For example, to reduce noise by half, four times the radiation dose is required in the slice. The goal is to achieve post-

processed LDCT images with comparable quality to those obtained from standard-dose CT imaging. We start with a brief overview

of the CT procedures and their limitations. Then we introduce a novel denoising method based on an asymmetric integration of
the ConvNeXt backbone with the U-Net architecture. This novel approach obtained 2-3 times less noise than the original LDCT,
having a 10%-20% increase in performance compared to U-Net implementation, checked against three metrics MSE, SSIMLoss

and combinations of both. The results suggest that: (i) augmenting the images with specific noise, obtained from water phantom

CT scan test, while training yields superior results compared to generic noise augmentations; (ii) a larger kernel size better extracts

features and (iii) a smaller kernel size was mandatory for feature reconstruction.

1 | Introduction

Computed tomography (CT) images are often affected by arte-
facts, which degrade image quality and can make correct
diagnosis more difficult. Artefacts refer to any factors that
systematically cause CT values to differ from the true object
attenuation coefficients.

Artefacts can be classified into patient-related artefacts (e.g.,
movement) and artefacts related to the CT acquisition itself,
including the scanner, the physical process and the image recon-
struction process [1]. An example of a CT-process artefact is visual
noise, which represents unwanted information that ultimately

degrades image quality, particularly with low-contrast objects [2].
CT technical factors that affect noise include: slice thickness,
scan rotation time, peak kilovoltage and X-ray tube current. For
example, to reduce noise by half, four times the radiation dose is
required in the slice [3].

With a focus on radiation protection, there has been a paradigm
shift towards having a “good-enough” image quality rather than
an as-good-as-possible one. Patient radiation exposure should
adhere to the “as low as reasonably achievable” (ALARA) prin-
ciple [4]. This is particularly critical in pediatric imaging, as
children exhibit greater sensitivity to ionizing radiation and face
an increased risk of radiation-induced cancers [5].
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FIGURE 1 | Beam hardening artefacts caused by dental implants,
with subsequent increase in noise posteriorly due to photon starving.

Radiation dose reduction has been possible with technical
advances in CT hardware and alteration of the scanning param-
eters. Although the latter approach may result in nosier images,
new software developments may be used to maintain the same
image quality [6]. In particular, artificial intelligence (AI), espe-
cially deep learning (DL), can improve the image quality of LDCT
by denoising, potentially making the image quality of LDCT equal
to that of a regular-dose CT scan [7].

1.1 | CT Scanner-Phantom Test

Core processes in medical imaging include producing an electri-
cal current carrying a signal through varying methods (received
by a coil, as in magnetic resonance imaging [MRI] or by a detector,
as in CT), which is then sampled, digitized and processed to
produce a final image for radiologists to analyze. Medical images
follow the digital imaging and communications in medicine
(DICOM) encapsulation standard. CT images are greyscale with
a quantization depth of 16 bits [8], and as many as 65.536
values possible per pixel instead of 256 values as available in
regular 8-bit images. All of the experiments considered the higher
pixel resolution.

Noise distribution in CT images depends on the detector tech-
nology used. Multi-detector CT (MDCT) scanners, currently the
most used type, have a Gaussian noise distribution [2]. A counter
example is when patients have metal implants, for example,
surgical clips, hip replacements, or dental implants. Figure 1
highlights how dental implants cause the X-rays to reflect and
produce a heavy beam hardening effect. Filtered back-projection
(FBP), the algorithm used to reconstruct the image, assumes
the X-rays emitted by the generator are monochromatic, an
assumption fit for most soft tissues in the human body, with
satisfactory reconstructions. However, metallic materials vary
greatly in their attenuation coefficients as energy levels of the
X-ray beam vary, thus rendering this consideration invalid, with
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FIGURE 2 | CT numbers measurements of water ROI performed on
phantom test at 9, 12, 3 and 6 o’clock position [11].

generation of streaking artifacts that obscure the anatomy. Such
artefacts are rather difficult to correct considering they greatly
depend on the geometry of the highly-attenuating objects [9].

As part of a CT scanner quality control, a scan of a water phantom
is performed, thus checking the two calibration points critical to
CT numbers of all other materials: air (CT number of -1000 HU -
Hounsfield Unit) and water (CT number of 0 HU).

CT number consistency implies the same CT numbers of the
reconstructed phantom with different scanning settings (e.g.,
slice thickness) or at different times, whereas CT number unifor-
mity states that CT number measurement should not vary with
the location of the selected region-of-interest (ROI), as long as the
phantom itself is uniform [10]. CT number calibration criteria for
water range between +7 HU and for air between —1005 and —970
HU, as measured by a circular ROI of approximately 200 mm?.
As far as CT number uniformity is concerned, multiple 400 mm?
circular ROIs are placed at the centre of the image and four others
at the 9, 12, 3 and 6 o’clock position (Figure 2) with the mean
CT numbers being recorded. The standard deviation (SD) of the
centre ROI is also recorded. The CT numbers for all five ROIs
should be within + 5 HU of the mean value of the centre ROI
Should there be any differences between 5 and 7 HU from the
centre ROI mean, a minor deficiency will be considered, with
differences of more than 7 HU resulting in a major deficiency [11].
This also allows an analysis of the image noise performance of the
scanner and a glimpse of the noise pattern [12].

The noise in CT images, including phantom tests, is affected by
the mAs (milliampere second) used for the scan [13], and it is
also altered by the reconstruction filter used to transform the raw
acquisition data into CT images (Figure 3). Here, the granularity
of the noise pattern is different, depending on the metrics pre-
sented above. From these images, we can extract the exact noise
patterns of the CT machines, and use them as noise augmentation
on top of the training data, along with other types of classic noise
for diversity, which will be detailed in the Section 2.3.
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Water-Equivalent Phantom,
120 kVp, 100 mas
Standard Filter

Water-Equivalent Phantom.
120 kVp, 270 mas:
Standard Filter

FIGURE 3 | Phantom test example— CT specific noise pattern [13].

2 | Materials and Methods

2.1 | Dataset

The training dataset consisted of 16,541 CT images, from
92 different examinations. The instances in the dataset were
heterogeneous, as they were acquired using different CT scanners
and in various medical units. The scanning protocols also varied,
comprising 46 head and neck series, 26 thoracic, 12 abdominal
and eight knee scans. The scans were not acquired using a
low-dose protocol, so they had to be augmented afterward. The
premise of gathering the training dataset was to collect images
as sharp as possible, and then alter them with the noise extracted
from the phantom test. By doing so, we obtained both the original
sharp image and the corresponding noisy one, allowing the model
to learn how to reconstruct the image without the specific CT
noise. The validation dataset had 1826 images, following the
same criteria.

The 414 testing images were low dose acquisitions, Figure 4
presenting a visual comparison between the regular dose CT
image and LDCT image. For the test images, the qualitative way
to measure the de-noising done by the model, is to compare
the before and after using visual cues. The quantitative way to
measure is to select a ROI and compute the mean and SD of
the pixel values within that region. If the region is chosen as
part of the background, or in a uniform tissue, the lower the
standard deviation, the less noisy the image is. Another good spot
to measure the noise in a CT image is inside of the trachea, since
that region is filled with air and affected by the ray absorption of
the patient’s body. More details about this measuring technique
will be presented in the Section 3.

The images in the dataset are axial reconstructions. This view
represents the original acquisition image plane. Coronal and
sagittal views are made by reconstructing the volume and there-
fore having different dimensions. Axial CT images are always 512
X 512 pixels and are often less noisy compared to coronal and
sagittal planes.

2.2 | Image Processing

The images have the DICOM file format. The processing con-
sisted of reading the 16 bit greyscale files, bringing them to the
[0.0, 1.0] interval, having float32 as the data type (this format is

Water-Equivalent Phant
120 kVp, 270 mas;
Bone Filter

FIGURE 4 | Top: Normal dose lungs CT and bottom: LDCT of lungs.

large and granular enough so that no information is lost while
converting, and it is supported by tensorflow and pytorch unlike
the original data type of the images—unitl6). The final shape of
each image is (512, 512, 1). The images are shuffled, then random
noise augmentations are applied to the images, and are grouped
into batches with size equal to 32. For training, we selected all
non-background slices to achieve the maximum possible number
of images in the dataset. This selection naturally encompassed
scans with a slice thickness ranging from 1.5 to 5 mm.

2.3 | Image Augmentation

For experiments preparation, multiple combinations of noise
types were randomly added to the images, as seen in Figure 5:
Clahe, Gaussian, Poisson, Rician and CT specific:

IET Image Processing, 2026

30f12

25U607 SUOWIWOD @A1IEBI0 3[R0 dde B Aq PoLLBACB 312 SAoIE WO 88N J0 S3INI 0 AIRIGIT BUIIUO AB|IA UO (SUOIIPUOD-PUE-SULBI LD AB |14 ALeic) [BUI|UO//S1Y) SUONIPUOD PUE UL | 3L 89S *[920Z/S0/TT] Uo AT aUIIUO AB]I "BIUEWOY BURIL0D Ad 2TE02 Zid /60T OT/I0p/LI0D"Aa| 1M AeIql1[pUIUO" o Easa 0 :SAY WO1 Popeo|umoq ‘T ‘9202 £996TS.T



200 300 400 500

100 200 300 400

FIGURE 5 | Augmentation with all types of noise presented, including CT specific noise (left), original image (right).

* Clahe (contrast limited AHE) is a variant of adaptive his-
togram equalization in which the contrast amplification is
limited, so as to reduce the problem of noise amplification.
Reversing this process results in Clahe noise.

* Gaussian noise is a type of random noise, with the probability
density function equal to the normal distribution.

* Poisson noise follows the “Poisson process.” It means that
any point is randomly located, having a random intensity,
meaning that each point is independent from the others.

* Rician noise follows the Rician distribution, that has the
magnitude of a circularly-symmetric bivariate normal random
variable, and can have a non-zero mean. The noise from
medical images tend to be governed by a Rician distribution
[14].

* CT specific noise is explained in Section 1.1 and visually
represented in (Figure 3).

For the Poisson noise, the level was randomly chosen between
[0.1, 0.3]. The noise mask was then added to the image and the
result was normalized.

The noise images resulted from the water phantom tests (838
different frames) were cropped and resized, so that the inside
of the cylinder covered the whole image. By adding the noise
extracted from the phantom on top of the CT images, we can
accurately simulate a low dose CT acquisition for that same
patient. It helps to generate realistic synthetic data, since the noise
in CT images is complex and hard to replicate with mathematic
models. Also, it prevents the model from over smoothing the
reconstructed images or generating unwanted artefacts.

When taking a noisy image from the noisy dataloader, it is
multiplied by a random noise factor between [0.0, 0.5], so each
time it generates a new noise mask. For each normal image, a
random noise image was selected and they were added together,
the result being clipped again to [0.0, 1.0].

The beam hardening type of noise in Figure 1 did not make it
to the final version of the augmentation, due to the limitations
in simulation. Creating random spots throughout the image, that

shine rays of light in all directions, did not yield similar enough
results to images where beam hardening effect is present.

2.4 | Experiments

We present here the best experiments in comparison to the
original U-Net [15] architecture. The original U-Net, designed for
segmentation, was adapted here for denoising.

As stated in recent papers like [16, 17], the encoder-decoder
architecture is still considered to be state-of-the-art (SOTA) in
the field of medical imaging segmentation. While using the
encoder-decoder approach, the backbone from the original U-
Net could use some improvements. The research from ConvNeXt
[18-20] suggests that having smaller convolutional kernels in
the convolutional neural network (CNN) might not the best
approach. Starting from that point, the experiments with having
different sized convolution kernels inside the encoding/decoding
blocks started.

In the decoder path, using larger kernels did not improve
the output quality. Image reconstruction performed better with
smaller steps, as they help prevent the introduction of artefacts
and minimize the loss of valuable information.

Performance in the feature extraction path received a significant
boost by replacing the first convolution’s typical 3x3 kernel
with a 7x7 kernel in the encoder blocks. The optimized block
architecture (Figure 7) thus consists of a 7x7 convolution, a 3x3
convolution, and a pooling layer. We also determined that using a
MaxPooling layer for dimensionality reduction was more effective
than increasing the convolution filter stride.

The ConvU-NEXT experiments had the parameter count ranging
between 24 and 112 million, the performance capping around
35 million. The architecture was inspired by the original U-Net
(Figure 6), with the encoder blocks inspired by ConvNeXt. On top
of that, three more convolutional layers with filter counts (8, 4, 1),
and the kernel sizes (7, 3, 1) were added, to smooth out the image
after reconstruction (Figure 8, purple blocks).
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FIGURE 6 | Encoder and decoder blocks used by the original U-Net
architecture [15, 21].
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FIGURE 7 | Encoder and decoder blocks used by the proposed
ConvU-NEXT.

The experiments in Table 1 show that a deeper network works
better than a wider one, for the use case of removing the noise
and preserving the details in the image. Also, a bigger kernel on
the encoding path managed to better extract the features, while
on the decoding side, it failed to reconstruct the information. So,
for the final version of the model, an asymmetric choice was made
for the encoder and decoder blocks.

Using the same model and training parameters, but utilizing
different types of noise combination for augmenting the images,
the lowest loss value was obtained by only applying phantom test
noise, and Poisson noise as augmentation. For that reason, this
was the combination of noise that was chosen to augment images
in the final version.

The U-Net model being compared against also has around the
same parameter count in this case. It has the same input shape
of (512, 512, 1) and consists of seven layers of encoder blocks, two
layers of bottleneck with 1024 latent dimension, followed by seven
layers of decoder blocks. The number of filters from the encoding
and decoding path are symmetrical, following the pattern: 64,
64, 128, 128, 256, 256 and 512. This implementation also has the
top three convolutional layers added at the end of ConvU-NEXT
(Figure 8, purple blocks).

The training process ran for 15 epochs, with a patience of five
epochs. The best results were achieved after only nine epochs for
the ConvU-NEXT model and eight epochs for the original U-Net.
The optimizer used was Adam with the default parameters, and
batch size was set to 32 due to hardware limitations. The training
was done on an Nvidia GeForce RTX 3060 GPU with 12 GB of
VRAM. The loss function used for both models was a combination
of structural similarity index measure (SSIMLoss) and mean
squared error (MSE), and will be referred to as CombinedLoss:

1 n
MSE = — ;(xi -y ®

(Zﬂx:uy + ¢y )(zgxy + CZ)

SSIM(x,y) =
Y W+ s+ )02+ +¢y)

@

where u, and p, are pixel sample means of x and y, 0% and oy are
variance of x and y, while o, is the covariance of x and y. Sta-
bilizer variables, ¢; = (k;L)* and ¢, = (k,L)? are used for division
with weak denominator. Also, L is the dynamic range of pixel val-
ues 2#bisperpixel _ 1) while k; = 0.01 and k, = 0.03 are constants.

SSIMLoss = (1 — SSIM) 3)

CombinedLoss = (2 x MSE) + (1 — SSIM) 4)

By definition, the SSIMLoss has a greater absolute value than the
MSE, as it reflects the structural similarity between two images.
Using SSIMLoss ensures that images have similar features on
a bigger scale, while MSE ensures that the fine level of detail
is retained.

Given the fact that in the CT scans the background takes a
significant amount of space (from 40% for thoracic/abdomen
procedures, to 80% for the knee), the MSE metric has a lower
absolute value compared to other applications. For this reason,
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FIGURE 8 | Denoising model top-view architecture used for the proposed ConvU-NEXT.
TABLE 1 | Validation results.
Params # Depth Last block Downscale Upscale
Model (mil) (# of blocks) (# of filters) kernel size kernel size CombinedLoss SSIMLoss MSE
1 ||Noisy — Originall| 0.12808 0.11318  0.00745
2 ConvU-NEXT 31 7 512 3 3 0.05284 0.04030 0.00627
3 ConvU-NEXT 51 7 512 7 7 0.11042 0.07888  0.01577
4  ConvU-NEXT 35 7 512 3 7 0.07373 0.06031  0.00671
5 ConvU-NEXT 24 6 256 7 3 0.06282 0.04706  0.00788
6 ConvU-NExT 35 7 512 7 3 0.03732 0.02490 0.00621
7  ConvU-NEXT 112 7 1024 7 3 0.05973 0.04611  0.00681
8 U-Net 35 7 512 7 3 0.04206 0.02704 0.00751
9 U-Net 31 7 512 3 3 0.07373 0.06031  0.00671

a multiplier of 2 was added to the MSE factor, encouraging the
model to pay more attention to the relevant information when
reconstructing the image.

Relying solely on the SSIM as the loss function produced recon-
structed images with high visual fidelity, but often lacked fine

detail and introduced unwanted artifacts (Figure 9B). Alterna-
tively, using MSE alone proved insufficient for effective noise
removal (Figure 9C). Taking into account the theoretical con-
siderations regarding the loss function and visual assessment
presented in Figure 9, a combination of both metrics was
used.
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D

FIGURE 9 | Denoising results from experiments using different loss functions for training. (A) Original noisy image. (B) SSIMLoss. (C) MSELoss.

(D) CombinedLoss.

2.5 | Measuring CT Noise

Image noise is typically defined as the SD of the Hounsfield units
(HUs) measured within a physically uniform volume. Beyond the
particular parameters used for acquisition and reconstruction,
noise levels also depend on the total attenuation of the scanned
patient, actual density of the specific tissue of interest and on the
particular location inside the CT scanner acquired field of view
(FoV). Because of this, it is important to measure a calibration
structure located similarly and with a density comparable to
the tissue of interest. The resulting measurement can provide a
relevant picture of the inherent image noise as long as there are
no artifacts such as beam hardening.

For example, in CT of the chest, the best way of analysing image
noise would be with the help of segmentation of the entire
tracheobronchial tree lumen, and then measuring the SD of
the air contained within it. Since more often than not this is
not feasible, an approach used in current clinical practice is to
measure the SD in a 1 square-centimetreF circular ROI inside the
trachea [22].

3 | Results

For the quantitative results, two measurements of CT scans were
done, before and after denoising. Both consist of picking an
ROI and calculating the mean and the standard deviation of the
values within that region. Thus, the first ROI is considered the
background (Figure 10), while the second one is inside the trachea
(Figure 11). The reason for picking these two zones is because
they are filled with air, and if there was no image noise, they
would ideally have SD = 0 and mean = —1024. Testing images
were native low dose CT images, and do not have an ‘original/not
augmented’ correspondent. For that reason, the results were

FIGURE 10 | Testing results: Noise measurement comparison on
the background HU. Top: original image and bottom: denoised image.
Numerical results are present in Table 2.

measured manually using a DICOM Viewer, analysing the values
of the mean and standard deviation in a specific ROI, as described
above. The measurement in Figure 10 reveals an SD reduction by
almost three times (from 46.62 to 17.86 HU), while noise measured
inside of the trachea in Figure 11 was reduced to half (from 42.78
to 21.02 HU).
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TABLE 2 | Testing results: Pixel value measurements on test images (our dataset [23]). Measurements from Figures 10 and 11.

Trachea Trachea Trachea Trachea Background Background Background Background
SD mean maxvalue min value SD mean max value  Min Value
1 Original image 42.78 -990.69 —810 -1024 46.62 —965.81 —766 —1024
2 Denoised image  21.02 —996.95 —928 -1024 17.86 -979.11 —877 —1024

TABLE 3 | Testing results: Pixel value measurements on Covid19 [24] test images. Measurements from Figures 12 and 13.

Trachea Trachea Trachea Trachea Background Background Background Background
SD mean maxvalue min value SD mean max value  Min Value
1 Original image 43.08 —962.68 —858 -1024 23.66 —995.88 =911 -1024
2 Denoised image 11.38 —982.65 —-944 —1003 14.26 -997.67 —947 -1024

FIGURE 11 | Testing results: Noise measurement comparison on the
trachea HU. Top: original image and bottom: denoised image. Numerical
results are presented in Table 2.

Validation images on the other hand, were augmented the same
way as the training dataset, described in Section 2.1. Therefore,
the metrics used are presented as loss functions.

The results in Table 1 were calculated between the original
image and the predicted/reconstructed image. The first line of
the table contains the metrics between the original image and the
augmented image (i.e., the noise level present). The other lines
show the metrics computed for each model. The metrics for the
models were calculated by augmenting the original image and
making it noisy, then feeding it into the model for inference. The
loss functions were calculated between the original image and
the denoised one. The difference between the first line and each
model is the amount of noise that was removed.

The results suggest that U-Net has a higher MSE score than
the added noise level. This is caused by the fact that in the
training process, the SSIM score had a greater absolute value
in the CombinedLoss function. As suggested by Table 1, the
ConvU-NEXT asymmetric architecture preformed significantly
better when the number of parameters is equivalent. This may
be caused by the nature of the medical images that contain a
lot more fine details than the regular pictures. The best visual
results are seen in scans of the lungs, because of the high
contrast between the ribs and other high density tissues around
the thorax, and the lungs. DICOM files have tags that specify
the windowing parameters (window level and window centre)
of the image, so that relevant tissues are highlighted according
to the specific window used. On a normal 8 bit monitor, these
parameters are important, since they dictate which pixel values
are shown and which are considered pure white/black. On a
proper 16 bit monitor, all the pixel values are shown, and changing
the windowing parameters only manipulates the contrast and
brightness. Due to the conversion from 16 to 8 bits for displaying
the images on the paper, many details and shades are lost, but
the denoised image preserves the original 16 bit format, and on a
proper monitor, the visual differences are even greater.

Additional validation for the proposed implementation comes
from the results obtained on an external dataset [24]. This dataset
consists of CT scans of patients with confirmed COVID 19 diag-
nostic. Measurements and visual representation of a sample from
the dataset is presented in Figure 12. As expected, the ConvU-
NEXT model yielded similar denoising factors, highlighted in
Figure 13, almost four times reduction in the SD produced by
the noise in the trachea, and almost two times reduction in
background SD. In this case, the model obtained even better noise
reduction when compared in the trachea measurement, but fell
behind on the background assessment. This proves the robustness
and generalization capability of the proposed approach.

4 | Discussion and Related Work
In this study, we evaluate the similarity between simulated

low dose CT images (starting from regular dose ones) and real
LDCT images. In parallel, the removed noise level is tracked
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FIGURE 12 | External dataset original image [24]. Noise measure-
ment and zoomed in ROIs. Zoomed in ROI of the lungs, including
the trachea measurement: red. Zoomed in ROI of background noise
measurement of the SD and mean values: yellow. Zoomed in ROI of
trachea noise measurement of the SD and mean values: green. Numerical
results are presented in Table 3.

[

FIGURE 13 | External dataset denoised image [24]. Noise measure-
ment and zoomed in ROIs. Zoomed in ROI of the lungs, including
the trachea measurement - red. Zoomed in ROI of background noise
measurement of the SD and mean values - yellow. Zoomed in ROI of
trachea noise measurement of the SD and mean values - green. Numerical
results are presented in Table 3.

and compared against other approaches. Experiments using
different blocks for the neural network were done and the results
align with other papers [18-20], suggesting larger sizes for the
feature extraction and smaller kernels for image reconstruction
and denoising.

A novel aspect of our paper is the method of simulating LDCT
images using phantom test images as noise augmentation. Using

the specific noise obtained from the CT machine is a new
approach, that proves to have a great potential for post processing
denoising algorithms and training AI models.

Even though the latest state-of-the-art implementations heavily
rely on transformers models [25, 26], the pure convolutional
approach still has some important advantages. The first advan-
tage is greater efficiency during both the training and inference
processes [27, 28], allowing for real time processing even on older
or cheaper hardware setups. For this reason, CNNs also provide
a more convenient on-device solution than most transformer
implementations. Processing speed is essential when consider-
ing that a single investigation of a patient has on average a
few hundred images. The same study [27] also shows that on
some medical imaging tasks, like the Chest X-ray pneumonia
classification, the CNN architectures outperform the Vision
Transformers approaches.

The second advantage is that CNNs do not require the same
amount of training data as a transformer architecture for sim-
ilar performance. As proved by the ConvNeXt V2 [19], pure
convolutional networks can achieve state-of-the-art performance
with some modifications that are usually applied to transformer
approaches. Also, as stated in [29], for small datasets, CNN
architectures generally perform better. Gathering an appropriate
dataset for medical tasks is often challenging due to several
reasons, including image heterogeneity, lack of standardization
and storage size. There are multiple CT manufactures, that
produce slightly different images and noises.

Another discussion point is centred around the backbone choice.
The U-Net architecture [15] is already 10 years old, but still
serves as the baseline for most medical imaging segmenta-
tion/reconstruction implementations such as nnUNet [16] or
TotalSegmentator [30].

The field of image denoising might seem over-saturated, but our
approach proves novelty with the type of noise added. While
other papers and surveys [31-33] suggest Gaussian and Poisson
noise for altering the images, our experiments showed that using
field-specific noise for augmentation (derived from phantom test)
yielded better results, not only mathematically, but also visually
and qualitatively which can be readily appreciated by radiologists.
Other promising approaches for denoising LDCT images include
the use of a multivariate shrinkage model [34], non-local means
filter and correlation-based wavelet packet thresholding [35] and
diffusion models [36, 37].

Although using phantom items for training neural networks is
not novel in itself, the way in which LDCT images are simulated
from scanning the Phantom devices might be. Compared to other
LDCT denoising/reconstruction papers [31, 38] that use phantom
devices as training images, our approach uses real patient images,
augmented using noise patterns extracted from phantom tests.

Another unique aspect of the paper is the measuring method,
which considers a practical and radiologically relevant way
of measuring the denoising done by the model, apart from
mathematical metrics like MAE, MSE, SSIM etc. The measuring
method is described in Section 2.5 and at the beginning of the
Section 3.
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One limitation was related to the limited number of images
obtained from the water phantom test. Having multiple water
phantom tests, performed on the same machine, but at dif-
ferent time periods, and on different machines, could yield
better results.

Another important limitation was the beam hardening noise
effect. It could not be accurately replicated, preventing its removal
by the trained models. Additionally, models designed to eliminate
specific CT noise were ineffective against beam hardening arte-
facts, posing a challenge for future research. A potential approach
to address this issue could involve scanning metal objects instead
of the water cylinder used in the water phantom test and utilizing
those images as noise, following the methodology presented in
this study. This could lead to the development of a model capable
of mitigating beam hardening effects.

A major direction for future work is to apply the same LDCT
simulation methodology while systematically comparing perfor-
mance across multiple model architectures. This would enable
a more comprehensive positioning of our approach relative to
other state-of-the-art CT denoising methods and provide stronger
evidence of its generalizability and robustness.

5 | Conclusions

The images obtained from the water phantom test effectively
introduced specific CT noise into standard CT images, success-
fully simulating the effects of low-dose CT.

The U-Net architecture has consistently demonstrated strong
performance in segmentation, noise reduction or medical image
reconstruction. However, its standard backbone implementation
could be further enhanced by incorporating asymmetric kernel
sizes between the encoder and decoder blocks.

The proposed ConvU-NEXT approach demonstrated a 10%-20%
performance improvement over the standard U-Net implementa-
tion while maintaining the same parameter count. Additionally,
when applied to native LDCT images, ConvU-NEXT effectively
reduced the noise level by an average factors of 2 and 5 on the
original validation dataset.

The use of the Covidl9 CT dataset [24] as an external testing
dataset confirmed the robustness of the approach. Not only were
the overall metrics maintained, but performance for the trachea
measurement was actually surpassed, strongly demonstrating its
generalization capabilities.

Our experimental results proved that, particularly in medical
imaging, larger kernels enhance feature extraction in the encod-
ing path, while smaller kernels in the decoding path help prevent
the loss of essential details during image reconstruction.
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Appendix

Al |

Dataset Conversion: Dicom - TIFF

def

def

def

for

get_first_of_dicom_field_as_int(x):
if type(x) == dem.multival.MultiValue: return int(x[0])
else: return int(x)

get_windowing(data):

dicom_fields = [data[(‘0028 " ,°1050°)].value, #window center
data[(‘0028°,°1051°)].value, #window width
data[(‘0028°,‘1052°)].value, #intercept
data[(‘0028°,°1053°)].value] #slope

return [get_first_of_dicom_field_as_int(x) for x in dicom_fields]

window_image (img, window_centre50, window_width=400, slope=1, intercept=-1024):

img = (imgxslope + intercept) #for translation adjustments given in the dicom file.
img = np.array(img). astype(’intl6’)

img_min = window_centre— window_width//2 #minimum HU level

img max = window_centre + window_width//2 #maximum HU level

img|img<img_min] = img_min #set img min for all HU levels less than minimum HU level
img[img>img_max] = img max #set img _max for all HU levels higher than maximum HU level
img = (img — img _min) / (img_max — img_min)

img = (img). astype(’float32’)

return img

partial_path in os.listdir(input_path):

path = os.path.join(input_path, partial_path)

data = dem.read_file(path)

img = data.pixel_array

window_centre, window_width, intercept, slope = get_windowing(data)
img = window_image(img, window_center, window_width, slope, intercept)
tiff.imwrite(os.path.join(output_path, f’{i}. tiff’), img)
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