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ABSTRACT Large language models (LLMs) have significantly advanced natural language generation
but frequently produce unverified outputs, compromising their reliability in critical medical applica-
tions. We present a framework that combines structured biomedical knowledge with LLMs through
retrieval-augmented generation to address this challenge. Our system automatically extracts causal
relationships from 5000 age-related macular degeneration (AMD) abstracts, building a knowledge graph
with over 43200 validated relations. Using vector-based retrieval, the framework generates contextually
relevant and verifiable responses with direct clinical evidence links. We evaluated our approach across
eight language models, including open-source models from 1B to 70B parameters (LLama, Mistral, Qwen,
SmolLM) and GPT-5-mini, on 3 000 queries with varying question types and reasoning complexity. Smaller
models (3B parameters) showed substantial improvements: SmolLM3-3B reached 95.6% accuracy on single-
hop true/false questions (from 78.2% baseline). The medium-scale model Mistral-7B demonstrated the
largest gains on complex multi-hop reasoning, improving from 45% to 76% accuracy on multiple-choice
questions. Larger models (70B parameters) showed minimal improvement due to already high baseline
performance (97-98% accuracy). Our results demonstrate that RAG-enhanced knowledge graphs enable
resource-efficient smaller models to achieve performance levels approaching or matching larger models,
reducing hallucinations while maintaining computational efficiency for clinical deployment.

INDEX TERMS Age-related macular degeneration, causal relation extraction, knowledge graphs, medical
Al retrieval-augmented generation.

I. INTRODUCTION

Large language models (LLMs) frequently hallucinate in
medical applications, generating plausible but incorrect infor-
mation that poses risks in healthcare contexts. This is par-
ticularly problematic for complex conditions like age-related
macular degeneration (AMD), the leading cause of vision loss
in adults over 50, affecting over 200 million people world-
wide. To combat these hallucinations, coupling LLMs with
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structured data sources such as Knowledge Graphs (KGs)
offers an effective strategy. Retrieval-Augmented Generation
(RAG) techniques merge the generative capabilities of LLMs
with external, domain-specific information, improving both
the reliability and clarity of the responses produced.

We present a system that uses a knowledge graph-driven
RAG approach to enhance medical information delivery.
Our solution integrates four key components: (1) automated
extraction of causal relationships from biomedical literature,
(2) a knowledge graph maintained in GraphDB with logical
reasoning capabilities, (3) a vector-based retrieval system
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using Weaviate that preserves semantic relationships, and
(4) LLMs for natural language generation. The knowledge
graph stores structured domain-specific information, while
Weaviate facilitates the semantic search of embeddings
derived from this graph. Language models then use the
retrieved context, in combination with user queries, to gen-
erate accurate and context-aware responses with transparent
source attribution.

This integrated architecture is effective for AMD, where
complex biomedical entities and causal relationships must be
captured and communicated accurately. By anchoring LLM
outputs in a verified knowledge base, our system ensures that
generated responses are both fluent and factually correct.

The technical task involves extracting both causal relations
(RE) and named entities (NER) from medical abstracts.
The investigation domain for named entities is restricted to
12 entities: (i) disease, (ii) symptom, (iii) treatment, (iv)
risk factor, (v) test/diagnostic, (vi) gene, (vii) biomarker,
(viii) complication, (ix) prognosis, (X) comorbidity, (xi)
progression, (xii) body part. We consider 8 causal relations:
(i) cause (causes or contributes to the occurrence of another
entity), (ii) treat (is a treatment or intervention for another
entity), (iii) present (is a symptom or manifestation of
another entity), (iv) diagnose (is a test or diagnostic tool),
(v) aggravate (worsens or exacerbates another entity), (vi)
prevent (prevents or reduces the occurrence or development
of another entity), (vii) improve (enhances or improves the
condition or treatment of another entity), (viii) affect (affects
a certain body part).

While retrieval-augmented generation has demonstrated
benefits for LLMs, existing medical RAG systems typically
rely on pre-existing knowledge bases or retrieve unstructured
text chunks, losing the semantic structure of causal rela-
tionships. Our work advances medical RAG through three
novel contributions: (1) automated causal relation extraction
at scale from biomedical abstracts, constructing a knowledge
graph without manual annotation; (2) graph-aware retrieval
that preserves typed causal relationships (e.g., “treats,”
“causes’’) essential for medical reasoning; and (3) verifiable
response generation with hyperlinked source attribution,
enabling direct verification of every claim through the origi-
nal literature. We demonstrate our approach using age-related
macular degeneration (AMD) as a case study and validate it
across eight language models of varying scales. Clinical vali-
dation, though essential for deployment, is beyond the scope
of this methodological study and represents important future
work.

To illustrate how our system extracts and utilizes
causal knowledge, we present two examples demonstrat-
ing knowledge graph construction and verifiable response
generation.

Example 1 (Cause Relation): The system identifies a rela-
tionship depicted in the knowledge graph in Fig. 1 based on
the text: “Age-related macular degeneration (AMD) leads to
significant, permanent central vision impairment and is the
primary cause of blindness in people over the age of 50.”
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FIGURE 1. Knowledge graph relation example.

1 | The Age-Related Macular Degeneration (AMD) is most
commonly diagnosed in individuals aged between 60 and 90
years. This information is supported by clinical trials
such as NCT01778491, which specifically notes the
prevalence of AMD within this age range.

Key Information:
Primary Age Range: 60 to 90 years.
Supporting Clues:
The disease is linked to advancing age, as
indicated by NCT00466076.
7 Genetic tests for AMD, such as those in
NCT02248324, do not contradict the primary age
range but rather provide additional diagnostic
pathways within this window.
8 | This consistent data across relevant studies strongly
suggests that individuals in their 60s through to their
90s are most at risk of developing AMD.

[ %, NS S}

Listing 1. Chatbot response.

This extracted relationship is linked to a source related to the
clinical trial from which it originates.

Example 2 (Verifiable Response Generation): When
asked ““At what age could you develop AMD?” the chatbot
responds as shown in Listing 1. The response embeds
hyperlinks directly into the text. When a user clicks on one
of these links, for example, the reference to the clinical
trial NCT01778491, they are redirected to the corresponding
page on the Dimensions website. This page provides detailed
information on the clinical trial, allowing users to verify the
data cited by the chatbot. In our implementation, these links
are formatted in markdown, ensuring that the source of the
information is both transparent and easily accessible.

Il. RELATED WORK

A. CHALLENGES OF LLMs IN CAUSAL REASONING AND
KNOWLEDGE-INTENSIVE TASKS

Despite their strengths, knowledge graphs (KGs) have key
limitations. Although LLMs demonstrate a strong ability to
recognize causal language constructs, their understanding
often lacks the semantic depth required for nuanced inter-
pretation. Furthermore, their reasoning can be limited by
a lack of domain specificity, hindering their effectiveness
in areas requiring specialized knowledge. Issues with con-
sistency in reasoning can also arise, leading to unreliable
conclusions in complex causal scenarios. Finally, the inherent
interoperability challenges associated with LLMs make it
difficult to understand the basis for their causal inferences.
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Zecevic€ et al. [1] describe large language models (LLMs)
as ‘causal parrots’ suggesting that these models merely
reproduce causal patterns present in the training data rather
than truly understanding or performing causal reasoning.

Addressing these limitations is crucial for unlocking
the’ full potential of LLMs in knowledge-driven tasks.
This requires integrating structured causal knowledge into
model architectures and training. Equally important is
developing training strategies that enhance causal reasoning,
including tailored pre-training objectives, curated fine-tuning
datasets, and mechanisms promoting transparent, consistent
reasoning.

Guo et al. [2] conducted a comprehensive analysis that
highlighted several key limitations of LLMs, expanding
beyond causal reasoning to encompass broader challenges.
These limitations include knowledge limitations, where
LLMs lack access to or understanding of specific informa-
tion; the tendency to generate hallucinations, or factually
incorrect statements; issues with indecisiveness, where
models struggle to provide definitive answers; difficulties
with complex reasoning, particularly those involving multiple
steps or abstract concepts; their closed box nature, making
it challenging to understand their internal decision-making
processes; and challenges in processing structured data,
which is often essential for knowledge-intensive tasks.

A significant concern identified in various studies is the
likelihood that LLMs generate factually incorrect information
such as hallucinations. This is particularly problematic in
causal tasks where accuracy is paramount. Huang et al. [3]
provided a detailed survey of the underlying causes of
hallucinations in LLMs, categorizing them into three primary
areas: data-related issues, such as biases or inaccuracies
present in the training data; training-related issues, stem-
ming from pretraining or supervised fine-tuning processes;
and inference-related issues, which can arise from flawed
decoding strategies, overconfidence in predictions, and
fundamental reasoning failures.

A recurring theme in efforts to improve LLMs for
knowledge-intensive tasks is the necessity to incorporate
domain-specific knowledge. The research by Zakka et al. [4]
exemplifies this point. Their study focused on applying
LLMs to extract causal relationships from clinical guidelines,
specifically in the context of gestational diabetes. The find-
ings revealed that BioBERT, a language model pre-trained on
biomedical literature, outperformed general-purpose models
like GPT-4 and LLAMA?2, achieving a notably higher
average Fl-score of 0.72 in identifying causal statements.
Furthermore, this research contributed an annotated corpus of
causal statements, a valuable resource for future work aimed
at detecting potential medical errors and inconsistencies
within clinical guidelines.

Projects such as Almanac [4] further demonstrate the
potential of equipping LLMs with access to domain-specific
corpora. This study found that LLMs augmented with
relevant knowledge bases performed significantly better in
various critical metrics, including factuality, completeness,
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user preference, and adversarial safety, compared to standard
LLMs in clinical decision-making scenarios. These findings
strongly suggest that integrating domain-specific knowledge
is a key pathway toward improving the reliability and
effectiveness of LLMs in knowledge-intensive causal tasks.

B. KNOWLEDGE GRAPHS

Knowledge graphs (KG) [5], [6] provide a structured and
formalized representation of information, organizing curated
and validated data into interconnected entities and relation-
ships. This explicit structure enables symbolic reasoning,
facilitates interoperability across systems, and allows for
more consistent integration of external knowledge sources.
By grounding information in verified facts, KGs serve as
a reliable foundation for large language models (LLMs),
helping to reduce hallucinations. This grounding improves
the overall accuracy, consistency, and interpretability of the
model outputs.

Despite their strengths, knowledge graphs (KGs) have
key limitations: they are often static, requiring manual
updates or complex pipelines, and their incompleteness
can hinder performance in dynamic or domain-specific
tasks. their structured logic complements the generative
power of large language models (LLMs). Together, they
improve grounding, inference, transparency, and reduce bias.
Pan et al. [7] propose three integration strategies:

o KG-enhanced LLMs: Use KGs during training or
inference to reduce hallucinations.

o LLM-augmented KGs: LLMs fill KG gaps by generat-
ing plausible facts.

o Synergized LLMs + KGs: A two-way integration in
which both systems enrich each other, enabling stronger
reasoning and interpretability.

Guo et al. [2] present KnowledgeNavigator, a modular
framework that enhances LLM reasoning by dynamically
retrieving and processing knowledge graph (KG) paths. Its
analyze-retrieve-reason loop iteratively identifies relevant
KG structures without retraining, enabling compatibility
with arbitrary KGs and LLMs. Through multi-hop retrieval,
it models semantic relationships across questions, entities,
and retrieval history, improving the precision of the QA by
2.2 to 8% % over baselines while maintaining efficiency.

Polat et al. [8] investigate a range of prompt engineering
techniques to extract knowledge with LLMs. Their study
finds that combining clear and concise instructions with task-
specific demonstrations, particularly those selected through
retrieval-based strategies, substantially improves extraction
performance across different LLMs.

Recent research increasingly suggests that knowledge
graphs (KGs) can have a large impact on small lan-
guage models (SLMs) compared to large LLMs. Because
SLMs have fewer parameters and limited reasoning depth,
structured external knowledge can compensate for these
constraints. For instance, Susanti et al. [9] show that incorpo-
rating KG structures as prompts significantly improves causal
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discovery in SLMs. Similarly, Cheng et al. [10] introduce
lightweight exploration modules that enhance KG-based
question answering, effectively offloading complex graph
traversal from the model itself. Building on these findings,
Agarwal et al. [11] demonstrate that KG infusion narrows
the performance gap between small and large models, with
smaller models benefiting more from external knowledge.
Huang et al. [12] support this observation, reporting that a
220M-parameter SLM can match 7B-parameter baselines
for KG subgraph retrieval. Likewise, Lin et al. [13] show
that KG augmentation enables efficient extrapolation in
small models, where LLMs remain expensive and prone
to hallucination. Domain-specific applications further high-
light the advantages of KG integration for small models.
Sannidhi et al. [14] introduce sLA-tKGF, demonstrating that
KG-infused SLMs outperform larger models in tempo-
ral forecasting. Zhang et al. [15] show that small models
enriched with molecular KGs exceed LLM performance
in biomedical property prediction. Feng et al. [16] extend
these results to temporal knowledge graphs with TKG-
BERT, a compact pre-trained model that achieves competitive
outcomes without scaling up. In specialized biomedical
domains, Park et al. [17] find that selectively integrating KGs
via adapters substantially improves QA accuracy in smaller
models while maintaining efficiency, and Sharma et al. [18]
demonstrate that even low-resource, domain-specific KGs
can be effectively augmented with transformers. Finally,
Liu et al. [19] illustrate the feasibility of compact KG-SLM
integration in healthcare by constructing rheumatoid arthritis
knowledge graphs from limited annotated records. Taken
together, these studies indicate that while KGs benefit
models of all sizes, their structured grounding provides
an especially pronounced advantage for smaller models,
enabling robust reasoning and domain adaptation despite
constrained capacity. In the context of specialized medical
domains, Muntean et al. [20] assess LLM performance in
age-related macular degeneration (AMD). Using the evalua-
tion framework proposed by Singhal et al. [21], they find that
ChatGPT-4 and PaLLM 2 are effective for patient information
and education. However, limitations in these general-purpose
LLMs motivate the development of a fine-tuned model
specifically for AMD, a methodology that could be extended
to other medical domains.

C. RETRIEVAL-AUGMENTED GENERATION

Although existing frameworks demonstrate the benefits of
integrating knowledge graphs (KGs) with large language
models (LLMs), they often depend on static or prede-
fined knowledge sources, which limits adaptability and
coverage. Retrieval-Augmented Generation (RAG) addresses
these limitations by dynamically incorporating external
information during inference. Instead of relying solely on
pretrained knowledge or fixed graphs, RAG enables LLMs to
retrieve relevant documents or database entries in real time,
grounding their responses in current and contextually relevant
information.
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This hybrid approach combines the precision of retrieval
systems with the fluency of generative models, resulting
in improved factual accuracy, reduced hallucinations, and
enhanced performance in knowledge-intensive applications.
Lewis et al. [22] introduced the RAG framework, showing
that grounding outputs in retrieved content significantly
improves model reliability. Wei et al. [23] further demon-
strated that chain-of-thought prompting facilitates multi-step
reasoning, a key requirement for addressing complex biomed-
ical questions. Yang et al. [24] emphasized that combining
KG with LLMs leads to more robust and interpretable results.

Matsumoto et al. [25] introduce a KG framework called
KRAGEN that integrates knowledge graphs with RAG
to solve intricate biomedical problems. Using advanced
prompting strategies, including graph-of-thoughts, it can
be used to systematically break down complex tasks and
further minimize hallucinations in LLM outputs. Simi-
larly, Soman et al. [26] propose KG-RAG, which integrates
knowledge graphs with RAG using the SPOKE biomed-
ical KG which was built from more than 40 sources
with 40M+ nodes and 160M+ edges. Unlike text-mining
methods, SPOKE emphasizes structured verified data. KG-
RAG improves token efficiency through a minimal schema
and prompt-aware context selection, using embeddings for
context pruning; enabling accurate, scalable biomedical
retrieval and generation.

In conclusion, Retrieval-Augmented Generation offers a
scalable, adaptive approach that complements the structured
organization of knowledge graphs. Their integration signifi-
cantly improves the reasoning, accuracy, and interpretability
of large language models, particularly in complex domains
like biomedicine.

D. RETRIEVAL-AUGMENTED GENERATION IN
BIOMEDICINE

Recent advances in retrieval-augmented generation have
shown promise in addressing LLM limitations in biomedical
applications. Li et al. [27] present BiomedRAG, a chunk-
based retrieval framework that achieved state-of-the-art
results across four biomedical NLP tasks, improving per-
formance by 9.95% on average. Unlike our graph-based
approach that preserves causal relationships, BiomedRAG
focuses on chunk-level retrieval without explicit semantic
relationship preservation.

In clinical settings, Alkhalaf et al. [28] applied zero-shot
learning with RAG to extract malnutrition information
from electronic health records, achieving 99.25% accuracy
compared to 93.25% without RAG. While demonstrating
RAG’s value for structured data extraction, their approach
operates on unstructured clinical notes rather than the
structured knowledge representation we employ.

For rare disease diagnosis, recent work [29] has shown
that knowledge-guided retrieval can significantly improve
ChatGPT’s diagnostic capabilities by providing external
knowledge about 717 rare diseases. However, their system
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relies on pre-existing disease descriptions rather than extract-
ing causal relationships from primary literature.

Existing RAG implementations in biomedicine often treat
retrieval as a closed box, whereas our graph-aware retrieval
strategy explicitly preserves semantic relationships between
medical entities. This distinction is crucial for medical
applications where understanding relationship types (e.g.,
“treats” vs. ‘‘aggravates’) is as important as identifying
entities.

lll. METHODS

Our system architecture, illustrated in Fig. 2, comprises
three primary phases. The first phase, Annotation & Data
Collection, leverages our previously developed CausalAMD
ontology [30] to guide the extraction of causal relationships
from 5,000 AMD-related abstracts sourced from the Dimen-
sions database. This process uses a few-shot prompt with
GPT-40-mini, eliminating the need for manual annotation and
model fine-tuning. In the second phase, Data Processing, the
extracted relations are validated, refined, and enriched with
logical inferences using the HermiT reasoner [31], with the
final knowledge graph (KG) stored in Ontotext GraphDB.
The third phase, the RAG Model, generates semantic
embeddings of all relations using the multi-ga-MiniLM-L6-
cos-vl model, indexes them in Weaviate for vector search,
and uses a locally deployed Large Language Model (LLM)
to generate verifiable, context-aware responses.

A. ONTOLOGY ENGINEERING

The CausalAMD ontology, developed using Protégé [32],
provides a structured framework for modeling causal rela-
tionships in AMD. Central to the design is the Entity class,
which categorizes AMD-related concepts into 12 subclasses
(e.g., symptom, treatment, risk-factor). These entities connect
through 8 object properties representing causal relationships
(e.g., causes, treats).

To ensure complete provenance, we imported the W3C
PROV-O ontology, allowing every extracted relation to
be traced to its source publication. We implemented an
n-ary relation pattern via a RELATION class, where each
instance connects a subject (relation_subject), predicate
(relation_predicate), object (relation_object), and a PROV-
O source, enabling complex and fully attributable queries.

B. ENRICHING KNOWLEDGE GRAPH
The enrichment pipeline transforms unstructured abstracts
into validated causal relations through extraction, refinement,
and integration. GPT-40-mini extracts relationships that
capture the type of relation, the types/names of entities, and
the identifier of the publication. Each abstract yields 5-15
relations; those missing required fields are discarded.
Refinement involves three steps. First, entity normaliza-
tion: lowercase conversion, whitespace condensation, syn-
onym mapping (“cnv”’ — ““choroidal neovascularization’),
and acronym removal. Second, type conflict resolution:
when entities appear with multiple types, frequency analysis
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determines the correct assignment, with predefined priorities
breaking ties. Third, eliminate duplicates through tuple-based
deduplication and self-referential relation filtering.

Refined relations are transformed into RDF triples that
conform to the Causal AMD ontology. Each relation receives
a unique identifier and maintains publication provenance.
SPARQL queries insert triples into GraphDB, building
a knowledge graph of 43,200+ validated relations with
complete source tracking.

1) PROMPT ENGINEERING FOR RELATION EXTRACTION

The system automatically generates extraction prompts by
querying the CausalAMD ontology for valid entity types
and relation predicates. Through experimentation, we found
few-shot prompting most effective: zero-shot produced
ambiguous outputs, single-shot improved performance, but
few-shot ensured consistent JSON formatting and strict label
adherence (Listing 2).

We use temperature = 0 for deterministic outputs and
max_tokens = 2.000 for information-dense abstracts. The
prompt dynamically updates when the ontology changes,
maintaining synchronization between knowledge representa-
tion and extraction.

C. RETRIEVAL-AUGMENTED GENERATION (RAG)
WORKFLOW

The Retrieval-Augmented Generation (RAG) module is the
core component that bridges structured knowledge from
our Knowledge Graph with natural language generation.
This module is designed to leverage both vector-based
retrieval and context enrichment to deliver accurate, context-
aware responses in our chatbot application. This module
implements a graph-aware retrieval strategy that preserves
semantic relationships while providing efficient access to
relevant medical knowledge. The RAG system comprises
four integrated components: query analysis for extracting
noun phrases and keywords from user questions, entity-
relation retrieval for searching relevant entities and their
relationships in Weaviate, context construction for building
structured context from retrieved graph data, and response
generation for producing natural language answers using
large language models. The system prioritizes relationship
preservation by retrieving not just isolated facts but also
causal connections between entities, which are crucial for
medical reasoning.

1) EMBEDDING AND KNOWLEDGE RETRIEVAL
In the initial phase of the workflow, structured knowledge
is maintained within a GraphDB instance that underpins our
domain ontology and inter-entity relationships.

These embeddings are then stored in Weaviate, a vector
database optimized for semantic search. The Weaviate
schema, illustrated in Fig. 3 is defined by 3 primary classes:
Entity that captures fundamental attributes such as the
name and type of the entity, Publication that contains
the publication name, and Relation which represents the
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FIGURE 2. System Architecture.

You are an AI language model tasked with:

1. *xxEntity Identificationxx:

— Identify entities in the text labeled *xonlyxx as:
*xdiseasexx, x+symptomx*, *xtreatmentx*, *xrisk_factor
*%, *xtestx*, xxgenexx, xxbiomarkerxx, xxcomplicationxx

**prognosisxx, x*xcomorbidity*x, x*progression*x, *x
body_part*x

5 — *xUse these exact labels; do not introduce new labels

Or synonyms.xx

*xEntity Type Definitions*x:

- xxdiseasex*, xxsymptomxx, *xtreatmentxx, xxrisk_factor

%%, *xtest*x, x*xgenex*, *xbiomarkerx+, *xcomplicationxx,

**Prognosis*x, xxcomorbidityxx, **progressionxx, #*x*

body_part*x.

8 | 2. x+xRelationship Extraction*x*:

T

~

9 |- Extract relationships among these entities based on the
relations x*onlyx«:

10 — **causexx, xxtreat*+, *xpresentxx, *+xdiagnosexx, **
aggravatex*, *xprevent+x, xximprovexx, x+xaffectxx

11 | - *xUse these exact labels; do not introduce new labels

Or synonyms.xx
12 | xxInstructions«*=:

13 | - *+Consistency Rulex*: Assign the same entity type to an
entity whenever it appears, based on the definitions
provided.
14 |- x+Ambiguous Entitiesxx: If an entity could belong to

multiple types, refer to the definitions and choose the

most appropriate type based on context.

15 |- *+Important+x: Use xxonly** the specified labels for
entity and relation types. Do not use synonyms,

variations, or introduce new labels.

16 | xxOutput Formatxx:

17 | Present each relationship in the following exact format (

including single quotes and braces) :

18 | {"relation_type’: ’'relation_type_value’, ’entityl type’:

‘entityl_type_value’, ’‘entityl_name’: ’entityl_name_value

', 'entity2_type’: 'entity2_type_value’, ’entity2_name’:

‘entity2_name_value’}

19 | xxExamplesx*:

20 | Text: "AMD affects the retina and causes vision loss."

21 | Output:

22 | {’relation_type’: ’affect’, ’entityl_type’: ’disease’, '

entityl_name’: 'AMD’, ’entity2_type’: ’'body_part’, '

entity2_name’: ’'retina’}

23 {’relation_type’: ’‘cause’, ’‘entityl_type’: ’disease’, '

entityl name’: 'AMD’, ’'entity2_type’: ’symptom’, '

entity2_name’: ’vision loss’}

24 | Text: "Smoking is a risk factor that aggravates AMD

progression."

25 | Output:

26 | {’relation_type’: 'aggravate’, ’entityl_type’: ’

risk_factor’, ’entityl_name’: ’Smoking’, ’‘entity2_type’:
’'progression’, ’entity2_name’: ’'AMD progression’}

27 | Text: "Anti-VEGF therapy treats wet AMD and improves

vision."

28 | Output:

29 | {’relation_type’: ’‘treat’, ’‘entityl type’: ’treatment’, '

entityl name’: ’'Anti-VEGF therapy’, ’entity2_type’: '’

disease’, ’'entity2_name’: ’'wet AMD’}

30 {’relation_type’: ’'improve’, ’‘entityl_type’: ’'treatment’,
‘entityl_name’: ’‘Anti-VEGF therapy’, ‘entity2_type’: ’

symptom’, ‘entity2_name’: ’‘vision’}

Listing 2. Prompt template for relation extraction.

connections between entities using the relation predicate,
including references that link relations with a publication.
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FIGURE 3. Weaviate Schema.

This schema is designed to preserve the semantic rela-
tionships inherent in the Knowledge Graph while facilitating
efficient vector-based retrieval. When a user query is
received, the system uses these embeddings to perform
a semantic search, retrieving the most relevant pieces of
information from Weaviate.

2) QUERY PROCESSING PIPELINE

The query processing begins with extracting noun phrases
and keywords from user input. These terms undergo expan-
sion using our AMD-specific acronym dictionary. This
expansion ensures that queries about “GA progression”
successfully retrieve relations about “‘geographic atrophy
progression”. The system then performs BM25 searches
in Weaviate’s Entity collection for each expanded term,
retrieving the top five matching entities per term. Each entity
includes its UUID, name, and type classification (disease,
symptom, treatment, among others). This multi-term search
strategy captures related concepts even when not explicitly
mentioned in the query.

Relationship retrieval employs a two-phase mechanism
to maximize coverage while maintaining computational
efficiency. In the first phase, the system searches for direct
relationships between all pairs of retrieved entities, capturing
primary connections such as “anti-VEGF therapy treats wet
AMD”. The second phase addresses entities not connected
in pairwise relations by retrieving their top relationships
with any other entities in the knowledge graph. This dual
approach ensures comprehensive coverage even for periph-
eral concepts. Duplicate relationships are eliminated through
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1 Given the question: {user_guestion}

2 Below is a list of relationship descriptions: {relations}
3 |Based on the relationships provided, craft a concise,
single-paragraph summary that answers the question.

4 |Focus on the collective significance of the most relevant
relationships without mentioning or referencing specific
relationship numbers or indices.

5 |Do not list relationships individually or quote them
directly.

6 |Present the response as plain text in a natural,
narrative style, avoiding technical terms like '
relationships’ in the summary itself.

Listing 3. Prompt template for context construction.

tuple-based deduplication, with retrieval limits imposed to
optimize query performance.

3) CONTEXT CONSTRUCTION

Context construction uses a two-stage approach. First,
retrieved relationships are formatted as enumerated subject-
predicate-object triples, preserving exact semantic con-
tent. Relations are ordered by relevance: pairwise rela-
tionships between query entities first, then individual
relationships.

Second, the language model synthesizes these relations
into a coherent natural language context (Listing 3). Rather
than mechanically listing relationships, the model produces
a unified narrative addressing the query. This delegation
leverages the LLM’s ability to identify query-relevant
relationships while maintaining interpretive flexibility.

4) LANGUAGE GENERATION
The language generation phase completes the chain-of-
thought process initiated during context construction. The
system combines the synthesized context from the previous
stage with the user’s original question and conversation
history to produce the final response. This two-prompt archi-
tecture ensures that the language model first reasons over
the retrieved relationships to identify relevant patterns, then
formulates a comprehensive answer that incorporates both the
synthesized knowledge and any necessary clinical context.
The generation process employs a streaming architecture
that delivers tokens in real-time, enhancing the user expe-
rience through immediate feedback. The system maintains
the conversation state across interactions, allowing contextual
responses that reference previous exchanges while avoiding
redundant explanations. Each generated response updates
the conversation history, limited to a sliding window of ten
exchanges to balance contextual awareness with computa-
tional efficiency. The system supports multiple language
models including LLama 3.2 (3B parameters), DeepSeek-
R1, and Gemma 3, with local deployment reducing latency
and ensuring data privacy. Model selection and temperature
parameters remain configurable, allowing optimization for
different use cases ranging from factual precision to more
exploratory discussions.
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5) PROMPT ENGINEERING FOR RAG APPLICATION

The response generation prompt, shown in Listing 4,
transforms the language model into a specialized AMD
research assistant by establishing strict operational con-
straints. Unlike the context construction prompt that focuses
on synthesis, this prompt emphasizes accuracy, transparency,
and clinical relevance in the final output. The prompt
receives the synthesized context from the previous stage as
its primary input, ensuring that responses remain grounded
in the retrieved knowledge while maintaining natural
discourse.

The prompt defines the LLM’s role as a trusted AMD
expert relying exclusively on provided context. Clinical
trial IDs are formatted as markdown hyperlinks, enabling
users to verify claims directly in the chat application.
When references are absent, the model explicitly acknowl-
edges this limitation rather than generating plausible
fabrications.

1 |You are a highly knowledgeable and trusted medical
research assistant specializing in age-related macular
degeneration (AMD). You have access to the following
additional relevant data:
2 {context}
3 | Your task is to provide thorough, accurate, and detailed
answers about AMD research. Please follow these
guidelines precisely:
1. *xIncorporate and Format Available References:x*x
- Examine the provided data carefully. If you
encounter any clinical trial IDs or reference numbers
(e.g., NCT01291121), include them in your response.
6 - Always present these references as markdown
hyperlinks using the following format:
7 [NCT01291121] (https://app.dimensions.ai/details/
clinical_trial/NCT01291121)
8 — If the additional data contains reference IDs,
ensure they are clearly integrated into your answer
using this format.
9 | 2. *xIndicate When Reference Data Is Missing:*x*
10 - If no reference data or clinical trial IDs are
available in the provided context, explicitly mention
that no additional references were found.
11 3. xxExpress Uncertainty When Necessary:xx
12 - If you do not have enough information to answer
confidently, clearly state the limitations and specify
what extra details or data would be needed.
13 | 4. *+«Maintain Accuracy and Integrity:*=

[V

14 - Do not fabricate any references or information. Base
your answer solely on verified data and the provided
context.

15 | 5. x*xCommunicate Professionally and Clearly:xx

16 - Deliver your response in a clear, well-organized,

and professional tone, ensuring that complex
information is accessible and understandable.
17 | Please begin your response below.

Listing 4. Prompt template for response generation.

This design addresses critical challenges in medical
Al Hyperlinked source validation fosters trust in clinical
workflows where rapid verification is essential. Explicit
uncertainty acknowledgment aligns with medical research
standards, allowing users to evaluate confidence levels.
The prohibition on fabricated claims prioritizes patient
safety over speculative output. Through these principles, the
system transforms from a general-purpose language model
to a domain-specific assistant that adheres to healthcare
methodological standards.
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IV. RESULTS

A. SYSTEM DEMONSTRATION

Our system provides two integrated capabilities: (1) auto-
mated knowledge graph construction from medical texts and
(2) an RAG-powered chatbot that takes advantage of this
knowledge. Our previous work [30] focused on automated
knowledge graph construction from medical texts. This paper
extends that foundation by adding the RAG-powered chatbot
system and multi-model evaluation demonstrating how
knowledge graph augmentation reduces hallucinations across
diverse architectures. We briefly illustrate both functionalities
to demonstrate the complete system workflow.

1) KNOWLEDGE GRAPH POPULATION

The system processes multiple abstracts to build a compre-
hensive knowledge graph. For example, from three different
clinical trials and research publications, we extract the
following relations:

1 {DISEASE: AMD, RELATION: cause, COMPLICATION: blinding,
pub_id: NCT01306591}

2 {TREATMENT: anti-VEGF antibody treatment, RELATION: treat
, DISEASE: nAMD, pub_id: NCT01306591}

3 {TREATMENT: Bevacizumab, RELATION: treat, DISEASE: nAMD,
pub_id: NCT01306591}

4 {TREATMENT: ranibizumab, RELATION: treat, DISEASE:
neovascular AMD, pub_id: pub.1025365966}

5 {TREATMENT: ranibizumab, RELATION: improve, SYMPTOM:
visual acuity, pub_id: pub.1025365966}

6 {RISK_FACTOR: Smoking, RELATION: cause, DISEASE: AMD,
pub_id: pub.1025480881}

7 {RISK_FACTOR: Smoking, RELATION: cause, SYMPTOM: vision
loss, pub_id: pub.1025480881}

8 {TREATMENT: aflibercept 8 mg, RELATION: treat, DISEASE:
neovascular AMD, pub_id: pub.1174903182}

9 {TREATMENT: aflibercept 8 mg, RELATION: improve, SYMPTOM:
visual acuity, pub_id: pub.1174903182}

Listing 5. Relations extracted from multiple sources demonstrating
multi-source integration.

This multi-source extraction demonstrates several key
capabilities of our system. First, it identifies synonymous
entities across different sources (e.g., “nAMD” and “‘neo-
vascular AMD”’) that will be resolved during the refinement
phase. Second, it captures complementary information on
treatments: while NCT01306591 establishes bevacizumab
as a treatment option, publications pub.1025365966 and
pub.1174903182 provide evidence for ranibizumab and
aflibercept, respectively, creating a comprehensive view of
anti-VEGF therapies. Third, the system builds a causal
network linking risk factors (smoking) with disease (AMD)
with results (vision loss, blindness), allowing the chatbot
to answer complex queries about disease progression and
prevention.

The provenance tracking through pub_id fields ensures
that each assertion can be traced to its source, allowing users
to verify claims and assess the strength of evidence. This is
particularly valuable in medical applications where treatment
decisions require careful evaluation of multiple studies.
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Fig. 4 illustrates the resulting knowledge graph after
resolution and refinement of the entity. The graph structure
reveals several important patterns:

o Treatment clusters: Anti-VEGF medications (beva-
cizumab, ranibizumab, aflibercept) form a distinct
cluster connected to neovascular AMD, demonstrating
the system’s ability to group related treatments.

o Causal chains: The path from smoking to AMD to vision
loss represents a complete path of progression of that
allows us to consider risk factors and outcomes.

o Entity resolution: The system successfully merged
“nAMD” and ‘“‘neovascular AMD” into a single node
while preserving all source relationships, maintaining
information completeness, and reducing redundancy.

The enriched knowledge graph is then indexed in Weav-
iate, our vector database, enabling an efficient semantic
search. Each entity and relationship are embedded using
a biomedical language model, creating dense vector repre-
sentations that capture semantic similarity. This integration
provides several advantages:

o Semantic retrieval: Queries about ‘‘vision problems”
retrieve relevant information about ‘‘visual acuity,”
“vision loss,” and ‘““blindness” through vector similar-
ity.

o Contextual search: The system retrieves not just exact
matches, but semantically related concepts, ensuring
comprehensive responses.

o Scalability: Weaviate’s efficient indexing allows
real-time querying even as the knowledge graph grows
to millions of entities.

This multilayered approach, from extraction through
reasoning to semantic indexing, creates a solid foundation for
the RAG-powered chatbot described in the following section.

2) INTERACTION SCENARIOS THROUGH A CHATBOT
To demonstrate the practical application of our RAG system,
we present interaction scenarios that show how the chatbot
leverages the populated knowledge graph from Listing 5 to
deliver accurate evidence-based responses on AMD.

The system employs a multi-stage retrieval process. For
queries like What treatments are available for neovascular
AMD and do they improve vision?, spaCy extracts noun
phrases (“‘neovascular AMD”’) and keywords (‘‘treatments”,
“improve”, “vision”), recognizing the dual intention of
finding treatments and understanding their effectiveness.
Extracted terms undergo acronym expansion (“AMD” —
“age-related macular degeneration’”) before BM25 searches
retrieve the top five matching entities per term from
Weaviate’s Entity collection.

The relation retrieval employs a two-phase strategy: first
searching pairwise relationships between retrieved entities
(e.g., (ranibizumab, treats, neovascular AMD)), then exe-
cuting individual queries for unconnected entities to ensure
comprehensive coverage while maintaining computational
efficiency through query limits.
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FIGURE 4. Knowledge graph visualization.
Listing 6 shows how the chatbot synthesizes treatment ) | User: What diagnostic tests are used to detect AMD?
information from multiple sources into a coherent narrative 3 |Chatbot: I don’t have information about diagnostic tests
. o . . . . for AMD in my current knowledge base.
with clinical trial attributions. Y J

1 | User: What treatments are available for neovascular AMD
and do they improve vision?

2

3 | Chatbot: Treatments for neovascular age-related macular

degeneration (AMD) include anti-VEGF antibody treatments,
such as aflibercept 8 mg, bevacizumab, and ranibizumab,
which have been shown to improve vision in patients with
this condition. According to [NCT01306591] (https://app.
dimensions.ai/details/clinical_trial/NCT01306591), these
treatments can slow the progression of AMD and prevent
further vision loss. Additionally, studies such as [pub
.1025365966] (https://app.dimensions.ai/details/
publication/pub.1025365966) and [pub.1174903182] (https://
app.dimensions.ai/details/publication/pub.1174903182)
have demonstrated their efficacy in treating neovascular
AMD.

Listing 6. Chatbot response for treatment query with evidence links.

For multi-hop queries, the system retrieves relations
containing either query entity and relies on LLM reasoning
to identify transitive connections. Listing 7 illustrates how
“smoking causes AMD” and “AMD causes blindness’ rela-
tions enable inference about smoking leading to blindness.

User: Can smoking lead to blindness?

3 | Chatbot: Smoking has been found to be a significant risk
factor for age-related macular degeneration, which can
lead to blindness. According to studies such as [pub
.1025480881] (https://app.dimensions.ai/details/
publication/pub.1025480881), smoking is a cause of this
condition, and vision loss is also a common consequence
of smoking-related age-related macular degeneration.

Listing 7. Multi-hop reasoning connecting risk factors to outcomes.
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Listing 8. Transparency about knowledge limitations.

Unlike generative models that hallucinate plausible infor-
mation, our system explicitly acknowledges knowledge gaps
when retrieval fails, as shown in Listing 8.

The interface maintains conversation context across
exchanges, with natural language generation transforming
relation strings into medical narratives. Hyperlinked citations
resist LLM modification, enabling direct source verifica-
tion through Dimensions.ai. This integration of linguistic
analysis, structured retrieval, and transparent communication
demonstrates how focused knowledge graphs can power
reliable medical systems through retrieval-augmented gener-
ation.

To evaluate our knowledge graph-driven RAG sys-
tem’s efficacy, we compared baseline performance against
RAG-enhanced performance across eight language models
and employed the RAGAS framework for standardized
assessment of retrieval and generation capabilities.

B. EVALUATION METHODOLOGY

The evaluation aimed to assess enhancements in the accuracy,
factual correctness, and relevance of the chatbot’s responses
to queries concerning AMD. To evaluate the generalizability
of our RAG approach across different model architectures
and scales, we tested eight language models: LLama3.2-
3B, LLama3.1-8B, LLama3.3-70B, Mistral-7B, Mixtral-8 x
7B, GPT-5-mini, Qwen3-3B, and SmolLM3-3B. Models
were accessed through multiple deployment platforms:
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LLama3.2-3B was deployed locally using Ollama, GPT-5-
mini through the OpenAl API, Qwen3-3B and SmolLM3-3B
through the Hugging Face API, and the remaining LLama
and Mistral variants through the TogetherAI API. All models
used standardized generation parameters (temperature = 0.1,
topy = 50, top, = 0.9) for fair comparison.

Two testing conditions were employed for each model:
(1) Baseline: Models were evaluated without retrieval aug-
mentation, using only their intrinsic knowledge for response
generation; (2) RAG-Enhanced: The models were augmented
with a retrieval mechanism powered by a knowledge graph.

Furthermore, the RAGAS framework was used to evalu-
ate RAG-specific quality dimensions through standardized
metrics designed for retrieval-augmented generation systems,
including faithfulness, answer relevancy, context precision,
and context recall.

While we present detailed performance analysis for
LLama3.2-3B as a representative case, we report comparative
results across all eight models to demonstrate how model
scale and architecture influence RAG effectiveness. The
evaluation encompasses 16,000 assessments (8 models x
2,000 questions each), providing comprehensive evidence for
RAG benefits across diverse architectures.

C. TEST QUERIES AND DATASETS
Six test query datasets, all created by Grok, were employed
for the evaluation. These datasets were crafted to encompass

a spectrum of query complexities and formats relevant to
AMD:

e I-Hop Queries: requiring a single relation traversal,
such as true/false questions (e.g., “Is smoking a risk
factor for AMD?”’), multiple-choice questions (MCQ)
(e.g., “Which treatment is used for wet AMD?”),
and open-ended questions (e.g., “What are the main
risk factors for AMD?”). These queries test direct
knowledge retrieval.

e 2-Hop Queries: requiring multistep reasoning, including
true/false questions (e.g., “Does smoking aggravate
AMD progression leading to vision loss?””), MCQ (e.g.,
“Which risk factors contribute to AMD progression
affecting vision?”’) and open-ended questions (e.g.,
“How do treatments for AMD improve symptoms
caused by disease progression?’’). These queries assess
complex inference capabilities.

The datasets comprised six categories: 1-Hop True/False,
2-Hop True/False, 1-Hop MCQ, 2-Hop MCQ, 1-Hop Open
Questions, and 2-Hop Open Questions. Each category
contains 500 queries, totaling 3.000 queries across all
datasets. This structure enabled a comprehensive evaluation
of the system performance at varying levels of reasoning
complexity and question formats in the AMD domain.

These questions are derived from sources on the Internet
that offer details about AMD, and each query is linked
to a specific source. In particular, Grok produced the
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datasets without verification by medical professionals such as
ophthalmologists, which could affect their clinical precision.

D. PERFORMANCE COMPARISON

This section analyzes the effect of Retrieval-Augmented
Generation (RAG) on LLama3.2-3B performance across
four question datasets: 1-Hop True/False Questions, 2-Hop
True/False Questions, 1-Hop Multiple Choice Questions, and
2-Hop Multiple Choice Questions. We present detailed analy-
sis for this 3B parameter model as a representative case, with
comparative results across all eight models discussed in the
subsequent Multi-Model Comparative Analysis subsection
subsection. The evaluation results are illustrated in Fig. 5,
comprising eight subfigures arranged in four rows, each
corresponding to a specific dataset. Each row contains two
subfigures: the left subfigure (e.g., Fig. 5a) represents the
context impact, comparing performance with and without
RAG, while the right subfigure (e.g., Fig. 5b) presents a
comparison of key evaluation metrics, accuracy, precision,
recall, and F1 score, for the RAG-enabled model.

1) TRUE/FALSE QUESTIONS PERFORMANCE

As shown in Fig. 5b, the RAG enhancement demonstrates
substantial performance improvements. The baseline model
without context achieves 80.4% accuracy, which increases to
91.2% with RAG, an improvement of 10.8 percentage points,
with recall showing the most dramatic improvement from
65% to 87%. The F1 score rises from 0.78 to 0.91, while
precision remains consistently high (98% to 96%). Fig. 5a
reveals that the context positively affected 68 questions
(13.6%), negatively affected 14 (2.8%), and the majority
(388, 77.6%) remaining neutral.

For 2-Hop True/False questions, performance gains are
more modest. Fig. 5d shows an improvement in accuracy
from 81.6% to 85.8%. Although recall increases substantially
(81% to 97%), precision slightly decreases (80% to 78%),
resulting in an improvement in the F1 score from 0.80 to 0.86.
The context impact distribution in Fig. Sc shows 54 positive
(10.8%) and 33 negative (6.6%) effects, generating a lower
1.6:1 positive-to-negative ratio compared to 1-hop questions.

Comparing the performance between 1-hop and 2-hop
questions reveals that reasoning complexity affects the
benefits of RAG differently. For simpler 1-hop questions,
RAG provides more consistent improvements with fewer
negative impacts. For complex 2-hop questions, while overall
performance still improves, the increase in the number of
negative impacts (from 2.8% to 6.6%) indicates that multistep
reasoning with the retrieved context can occasionally intro-
duce confusion. This pattern suggests that the effectiveness
of RAG is inversely related to query complexity, though it
remains overall beneficial.

The error analysis provides further insight into these
patterns. Cases in which context helped predominantly
involve factual queries about AMD characteristics, treat-
ments, and diagnostic methods. However, instances where
context misled often involve nuanced medical distinctions or
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FIGURE 5. Performance evaluation of context-augmented models across four question datasets.

negative statements (e.g., “Can AMD be diagnosed with a
blood test?”” where context incorrectly suggested True). This
highlights the need for precise information extraction and
notes that the context obtained from sources can occasionally
reinforce pre-existing misconceptions found in the original
data.
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2) MULTIPLE CHOICE QUESTIONS PERFORMANCE

For 1-Hop Multiple Choice questions, RAG demonstrates
substantial improvements across all metrics. As shown in
Fig. 51, the accuracy increases from 66% to 86%, representing
the largest improvement observed in all types of questions.
Precision improves from 49% to 59%, while recall increases
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TABLE 1. Average accuracy across all question types comparing baseline
and RAG-enhanced performance.

Model Parameters Baseline RAG  Improvement
Mistral-7B 7B 65.6% 79.4% +13.8%
LLama3.2-3B 3B 72.4% 83.2% +10.8%
SmolLM3-3B 3B 78.3% 85.1% +6.8%
Mixtral-8x7B 8x7B MoE 83.1% 89.0% +5.9%
Qwen3-3B 3B 84.0% 89.1% +5.0%
LLama3.3-70B 70B 84.2% 84.0% -0.3%
GPT-5-mini - 91.4% 90.8% -0.5%
LLama3.1-8B 8B 82.6% 80.4% -2.2%

from 62% to 71%. The F1 score shows a notable improvement
from 46% to 63%. The distribution of the impact of context
in Fig. 5e reveals that 114 questions (22.8%) benefited from
the context, while only 13 (2.6%) were negatively affected,
producing a net positive impact of 20.2%.

The error analysis indicates that context particularly assists
with questions that require specific medical knowledge, such
as identifying the primary visual symptom of wet AMD
or determining which diagnostic methods are effective. For
example, questions about AMD diagnostic techniques, risk
factors, and progression patterns consistently benefit from
the retrieved context. However, context occasionally mis-
leads on questions involving exclusionary logic or negative
formulations, such as ‘“Which is not a cause of AMD?”
where the model incorrectly selected based on partial context
matches.

For 2-Hop Multiple Choice questions, performance
improvements are more modest but remain significant.
Fig. 5h shows an increase in accuracy from 61% to 69%.
Precision improves marginally from 40% to 43%, while recall
decreases from 54% to 50%. The F1 score increases from
33% to 38%. The context impact analysis in Fig. 5g shows
56 positive effects (11.2%) and 16 negative effects (3.2%),
resulting in a net positive impact of 8.0.

The error patterns reveal that 2-hop MCQ questions
frequently involve causal chains or conditional relationships
that challenge the model’s ability to synthesize information
correctly. Questions such as ‘Can anti-VEGF injections treat
wet AMD by preventing blood vessel growth?’ require
understanding both the treatment mechanism and the under-
lying pathology. In these cases, context sometimes provides
conflicting or incomplete information that leads to incorrect
selections, particularly when multiple answer choices contain
partially correct information.

An analysis of performance in multiple-choice questions
(MCQs) against true/false inquiries uncovers challenges
unique to each format. True/False questions tended to have
higher initial performance levels and displayed steadier
improvements with RAG, whereas MCQs exhibited more
fluctuation. The trade-off between precision and recall is
more evident in the MCQ format, indicating that the presence
of several plausible choices adds complexity that RAG isn’t
fully able to address. This is reflected in the reduced F1-
scores for both 1-hop and 2-hop MCQ questions compared
to True/False questions.
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E. MULTI-MODEL COMPARATIVE ANALYSIS

To assess the generalizability of RAG enhancement across
different model scales and architectures, we evaluated eight
language models on the same question sets. Table 1 sum-
marizes the overall performance across all models, revealing
that the smaller models benefit more substantially from RAG
enhancement.

Figure 6 visualizes the performance differences between
baseline and RAG conditions across all models and tasks.
The heatmaps reveal clear patterns: smaller models show
substantial color differences between baseline and RAG
conditions, indicating significant performance gains, while
larger models display nearly identical colors, reflecting
minimal change.

The results demonstrate a clear relationship between
model size and RAG benefit. Small models (3B parame-
ters) achieved improvements ranging from 5% to 10.8%.
LLama3.2-3B improved by 20.2 percentage points on 1-
hop MCQ (66.2% to 86.4%), SmolLM3-3B reached 95.6%
accuracy on 1-hop true/false questions from a 78.2% baseline
(+17.4 percentage points), and Qwen3-3B showed consistent
gains across all tasks (45.0% average). These improvements
reflect the fundamental limitation that smaller models
cannot effectively memorize specialized medical knowledge
during pre-training and therefore benefit substantially from
structured external information.

The Medium-scale models (7B parameters) showed
considerable variability. Mistral-7B achieved the largest
improvement across all models (+13.8% average), with par-
ticularly strong performance on multiple-choice questions:
2-hop MCQ improved from 45.0% to 76.0% (431 percentage
points) and 1-hop MCQ from 44.6% to 62.8% (+18.2 per-
centage points). Mixtral-§8 x 7B demonstrated moderate
gains (+5.9% average) with balanced improvements across
task types. However, LLama3.1-8B showed an overall
decrease (-2.2%), mainly driven by a lower performance
on the 2-hop questions. This variability indicates that the
effectiveness of RAG on a medium scale depends on
specific architectural characteristics, with some architectures
benefiting substantially, while others show limited or negative
impact.

Large models (70B+ parameters) showed minimal impact.
LLama3.3-70B and GPT-5-mini already achieved 97-98%
accuracy on 1-hop true/false questions under baseline
conditions, leaving limited room for improvement. Both
showed slight overall decreases (—0.3% and —0.5%, respec-
tively). These models encounter extensive medical literature
during pre-training and encode domain-specific facts in
their parameters, reducing the value of external knowl-
edge augmentation. The evaluation dataset was generated
using Grok, which may introduce patterns that conflict
with knowledge these large models learned during pre-
training. However, both maintained small gains on 2-
hop reasoning tasks, indicating that external knowledge
remains useful for multi-step inference even in large
models.
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FIGURE 6. Baseline vs RAG accuracy across models and tasks.

The particularly strong improvements on multiple-choice
questions across small and some medium models occur
because these tasks require discriminating between plausible
options. The extracted knowledge graph context provides
explicit comparative information that enables systematic
evaluation, addressing the challenge of limited parametric
knowledge in smaller architectures.

V. DISCUSSION
A. PERFORMANCE ANALYSIS AND TECHNICAL
VALIDATION
The inverse relationship between model size and RAG benefit
observed across our eight-model evaluation has important
implications for medical Al deployment. Small models with
knowledge graph augmentation can match or exceed large
model performance: Qwen3-3B with RAG (89.1%) surpasses
LLama3.3-70B baseline (84.2%), while SmolLM3-3B with
RAG (85.1%) also exceeds the 70B baseline. This shows
that structured domain knowledge compensates for limited
parametric capacity, enabling practical clinical deployment
where computational constraints would otherwise prohibit
frontier models. The cost and privacy advantages of local
3B model deployment, combined with 70B models match-
ing performance, address key barriers to the adoption of
medical Al

The RAGAS framework [33] evaluation across all models
revealed consistent quality patterns. For 1-hop questions,
the models achieved high faithfulness (0.88-0.96), answer
relevancy (0.84-0.92) and semantic similarity (0.90-0.91),
indicating strong adherence to the retrieved context regardless
of the model scale. However, context recall was lower (0.46-
0.64), suggesting that the system may not retrieve all relevant
information despite generating faithful responses. Figure 7
illustrates these quality metrics across all evaluated models.

For 2-hop questions that require multistep reasoning,
performance remained comparable with notable variations.
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RAG Performance

0.858 0.864 0.694
0.956 0.780 0.892 0.776

0.912

0.928 0.862

TF-1hop TF-2hop MCQ-1hop MCQ-2hop

The answer correctness improved slightly across models
(0.55-0.65), while the context precision showed a significant
improvement (from 0.69-0.80 for 1-hop to 0.89-0.97 for
2-hop), indicating better retrieval accuracy for complex
queries. However, faithfulness decreased slightly (0.85-0.95),
suggesting multi-hop reasoning introduces challenges in
maintaining strict source adherence.

The contrast between context precision and recall is partic-
ularly noteworthy. The retrieval mechanism becomes more
selective with complex queries, prioritizing precision over
comprehensive coverage—precision improved substantially
for 2-hop questions (0.89-0.97) while recall increased only
marginally (0.50-0.76). This trade-off suggests the system
adapts its retrieval strategy based on query complexity.

Robustness testing using the Giskard framework revealed
response variability with question framing. The model
provided confident answers to positively framed questions
(“Can regular eye exams help detect AMD?””) but adopted
cautious stances with negative framings (““Is it unnecessary
to have eye exams for AMD?""), despite accessing identical
context. This suggests appropriate uncertainty handling but
indicates opportunities for improved consistency.

B. SYSTEM DESIGN AND METHODOLOGICAL CHOICES
We chose GPT-40-mini for extraction due to its balance of
performance and cost-effectiveness, avoiding the resource-
intensive fine-tuning. The few-shot prompting strategy
proved crucial, as zero-shot approaches produced ambiguous
outputs while single-shot lacked consistency. Our prompt
engineering automatically adapts to ontology changes, ensur-
ing maintainability as medical knowledge evolves.
Evaluation across eight language models accessed through
multiple platforms (Ollama for local deployment, Togeth-
erAl, OpenAl, and Hugging Face APIs) demonstrates the
architecture-agnostic nature of our RAG approach, with
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1-hop Questions 2-hop Questions

LLama3.1-8B

Mistral-7B 0.932 0.882 0.906 7
Mixtral-8x7B 0.888 0.839 0.461
LLama33-7OB 0.462

0.903 0.920
GPT-5-mini 0.968 0.904 0.642 0.927 0.935 0.924 -
Faithfulness Answer Answer Context Faithfulness Answer Answer Context
Relevancy Similarity Recall Relevancy Similarity Recall

FIGURE 7. RAGAS evaluation across models on 1-hop and 2-hop questions.

consistent improvements for small models across different D. FUTURE DIRECTIONS

architectures. This work establishes a methodological framework for reduc-
Our evaluation demonstrates that 3B models with RAG  ing hallucinations in medical Al through automated knowl-

can match or exceed 70B model performance. This finding edge extraction and graph-aware retrieval. The approach

eliminates the perceived trade-off between model size generalizes beyond AMD to other medical domains with

and performance for domain-specific applications, enabling sufficient literature for knowledge extraction. Integration

cost-effective local deployment while maintaining clinical- with real-time literature updates would enhance practical

grade accuracy. Local deployment ensures data privacy—  utility, ensuring the knowledge graph remains current with

critical for healthcare applications where patient information rapidly evolving medical research.

confidentiality is paramount. Key future directions include: (1) clinical validation
Transparent source attribution through hyperlinked clin- through collaboration with medical professionals, (2) inte-

ical trial references addresses a critical need in medical gration of negative and probabilistic relationships to capture
Al applications. Unlike traditional language models that medical uncertainty, (3) expansion to additional medical

generate plausible but unverifiable responses, our system domains, and (4) investigation of hybrid human-Al validation
enables direct verification of claims through the Dimen- approaches for knowledge extraction.
sions database, supporting evidence-based clinical decision-
making. VI. CONCLUSION

We presented a knowledge graph-augmented retrieval system
C. LIMITATIONS AND CLINICAL CONSIDERATIONS that substantially reduces hallucinations in medical Al
A key consideration is the cascading Al dependency By automatically extracting 43,200+ causal relations from
in our pipeline: GPT-40-mini extracts causal relations, 5,000 abstracts without manual annotation, our framework
another language model generates responses from retrieved demonstrates how structured biomedical knowledge can
knowledge, and GPT-3.5-turbo evaluates output quality enhance LLM reliability while maintaining transparent
through RAGAS. While this approach enables automated source attribution through hyperlinked clinical trials. Evalu-
knowledge construction and evaluation, it may introduce ation across eight language models reveals that small models
compounding errors or biases across the pipeline. Future with knowledge graph augmentation can match or exceed

work should investigate manual validation of extracted the performance of models significantly larger. This enables
relations and human expert evaluation of generated cost-effective clinical deployment while maintaining accu-

responses. racy. The system’s explicit acknowledgment of knowledge
The lack of clinical validation by ophthalmologists is boundaries, stating when information is unavailable rather

a significant limitation. While our evaluation demonstrates than generating plausible fabrications, addresses critical trust

technical improvements in accuracy and faithfulness, clinical requirements for healthcare applications.

utility requires validation by domain experts to ensure The complete source code for this project is available

medical accuracy and appropriateness for patient care for exploration and contribution in our GitHub repository at

contexts. https://github.com/AlexLecu/LLMKGraph, which includes
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the

evaluation test datasets and implementation details.

A live demonstration of our chat application is available at
http://amd-chat.ddns.net/. Note that while the test datasets
are included in the repository, the full corpus of 5,000 AMD
abstracts is not distributed due to size constraints.
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