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Federated Learning is transforming electrical load forecasting by enabling Artificial Intelligence 
(AI) models to be trained directly on household edge devices. However, the prediction accuracy of 
federated learning models tends to diminish when dealing with non-IID data highlighting the need for 
adaptive hyperparameter optimization strategies to improve performance. In this paper, we propose 
a novel hierarchical federated learning solution for efficient model aggregation and hyperparameter 
tuning, specifically tailored to household energy prediction. The households with similar energy 
profiles are clustered at the edge, linked, and aggregated at the fog level, to enable effective and 
adaptive hyperparameter tuning. The federated model aggregation is optimized using hierarchical 
simulated annealing optimization to prioritize updates from the better-performing models. A genetic 
algorithm-based hyperparameter optimization method reduces the computational load on edge 
nodes by efficiently exploring different configurations and using only the most promising ones for 
edge nodes’ cross-validation. The evaluation results demonstrate a significant improvement in 
average prediction accuracy and better capturing of energy patterns compared to the federated 
averaging approach. The impact on network traffic among nodes across different layers is kept below 
30 KB. Additionally, hyperparameter tuning reduces the size of model updates and the number of 
communication rounds by 30%, which is particularly beneficial when network resources are limited.
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Energy prediction is significant for modern power grids, ensuring their efficient operation, mitigating instability, 
and optimizing resource allocation and renewable energy source integration1. In recent years, progress has been 
made in ML forecasting for energy prediction2,3. The accuracy and reliability of energy forecasts have been 
improved by leveraging sophisticated models and large datasets to anticipate demand and supply fluctuations 
more precisely. However, large amounts of data are utilized in the training process to create effective prediction 
models. Since the household’s energy data contains sensitive information about individuals’ behaviours, ensuring 
privacy in learning while still achieving good performance is an open research topic4. Even with strong privacy 
and security guarantees, the households’ residents are often reluctant to grant access to their energy data for 
storage in centralized cloud silos, where it can be further processed and used for model training purposes5.

Recently, Federated Learning (FL) has emerged as a promising approach in the field of energy prediction, 
particularly for electrical load forecasting. It enables local prediction model training on data collected 
and stored on household devices at the edge and offers advantages for training models on distributed data, 
including improved efficiency and enhanced data privacy. Taïk et al.6 conducted one of the first studies on 
electrical load forecasting using edge computing and FL. They employed Long short-term memory (LSTM) 
in a federated scenario to predict residential load for 200 houses in Texas. Their approach highlighted the 
benefits of personalization through re-training, achieving a 5% performance increase in terms of root mean 
square deviation (RMSE) and mean absolute percentage error (MAPE). Similarly, Liu et al.7 introduced a FL 
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framework for smart grids, integrating power consumption data with weather features from 60 transformer 
stations in Zhuhai, China. This study utilized LSTMs and boosting trees, comparing horizontal and vertical FL 
models using MSE as the performance metric. The work emphasized the importance of securing power traces in 
collaborative learning environments.

Further research indicated the diminishing performance of FL when dealing with non-independent and 
identically distributed (non-IID) data8,9. This prompted several researchers to experiment with clustering 
techniques. Savi et al.10 explored short-term load forecasting (STLF) at the edge, using FL and clustering 
methodologies. The prediction model was based on LSTMs and incorporated weather data. They compared 
FL with clustering learning in terms of accuracy, impact of clustering, scalability, and communication cost, 
with the Kmeans FL model achieving the best performance in most metrics. Brigs et al.11 conducted a similar 
study with an LSTM-based model enhanced with weather data. They tested several scenarios, comparing FL, 
centralized learning, local learning, and Hierarchical Clustering (HC). The results showed that FL approaches 
outperformed centralized learning but underperformed local learning. However, with a personalization step, FL 
and its clustered variant (FL + HC) improved performance by up to 5% over localized learning while maintaining 
data privacy. Additionally, FL + HC with fine-tuning significantly reduced computational demands, requiring up 
to 10 times fewer samples for optimal model performance. He et al.12 tested residential STLF on 250 households 
from Australia, using LSTM models and K-means clustering in a federated setting. It showcased the importance 
of clustering and indicated that FL can be particularly useful for collaborative training in cases of users with 
missing historical data. More advanced clustering techniques have been used in13,14. Tun et al.13 implemented 
bi-directional LSTM models with ordering points to identify the clustering structure for STLF on data from 22 
households in British Columbia. Their comparison between clustered and non-clustered approaches revealed 
the benefits of clustering in improving forecast accuracy. Gholizadeh et al.14 introduced hyperparameter-
based clustering for electrical load forecasting on 75 households in Edmonton, comparing FL with centralized 
and local learning using RMSE. The results revealed that the clustering method significantly reduced the 
convergence time and that FL performed worse than local learning and better than centralized learning in 
individual load forecasting. Fernández et al.15 focused on privacy-preserving FL for residential STLF, testing 
various architectures and scenarios. Their findings suggest that FL performs worse than centralized learning 
in terms of accuracy, the performance of FL increases proportionally with the number of participating clients. 
Additionally, clustering methods enhance forecasting accuracy, while complex model architectures involve high 
computational costs and pose risks of overfitting. Duttagupta et al.16 explored lightweight FL for distributed load 
forecasting using a feedforward neural network model, demonstrating that lightweight models could indeed 
achieve comparable performance to more complex architectures. The experiments highlighted the potential of 
FL in reducing computational costs while maintaining accuracy.

A limited number of studies have experimented with variations of the federated aggregations algorithms in 
energy predictions. Wang et al.17 introduced the SecFedAProx-LSTM an adaptive FL framework for multiparty 
wind power forecasting, based on an LSTM model, a variation of the FedProx framework, and secure aggregation. 
Their method demonstrated three key advantages. It provided more accurate and reliable forecasts compared 
to Multilayer Perceptron, Convolutional Neural Network, Recurrent Neural Network, and Gated recurrent unit 
(GRU) models and achieved faster convergence and improved accuracy in the presence of statistical heterogeneity 
compared to FedProx, especially as the number of clients increased. Additionally, it ensured privacy without 
requiring a third party for key generation, using Decentralized Multi-Client Functional Encryption for secure 
aggregation. Fekri et al.18 experimented with two federated aggregation algorithms: FedSGD and FedAVG. Both 
achieved higher accuracy than individual and central models for one-hour forecasting, with FedAVG slightly 
better. For 24-hour forecasting, FedAVG outperformed all methods, while FedSGD had convergence issues. The 
approach maintained high accuracy even when new smart meters joined post-training. Some approaches aim to 
ensure a more efficient federated model aggregation. Hu Y. et al.19 propose an aggregation method that considers 
the characteristics of individual datasets of the training nodes, enabling participants to make element-wise 
contributions to improve the learning performance and convergence speed. Hu Z. et al. propose in20 a multi-
objective optimization approach for FL that converges to Pareto stationary solutions. The aggregation algorithm 
considers individual objectives and the overall collaborative objective. Chifu et al.21 introduced FedWOA, a FL 
model for predicting renewable energy production using time series data from local prosumer nodes. Utilizing 
the Whale Optimization Algorithm (WOA) to aggregate LSTM model weights, FedWOA addresses data 
heterogeneity and variations in generation patterns. With Kmeans clustering for non-IID data management, 
FedWOA improved prediction accuracy by 25% for MSE and 16% for Mean absolute error (MAE) compared to 
FedAVG, demonstrating good convergence and reduced loss. This approach enables precise forecasts for small-
scale energy prosumers through decentralized data and collaborative global model optimization.

Finally, the hyperparameters of local models may significantly impact the performance of FL for energy 
prediction. Improving hyperparameter selection such as learning rate, batch size, or number of epochs and 
dynamically adjusting them can increase convergence speed and enhance the learning of local models22. 
However, communication overhead and convergence speed between the edge devices and the cloud server may 
affect the prediction accuracy and training efficiency23. Heuristic-based approaches are often used to find the 
optimal hyperparameter settings as they are exploring efficiently large search spaces by balancing the exploration 
and exploration in finding the optimal configuration22. Kundroo et al.24 highlight the importance of selecting 
the appropriate configuration of hyperparameters for both model performance and training efficiency. In their 
case, the clients are responsible for hyperparameter optimization, by dynamically adjusting the learning rate and 
number of epochs according to the model training loss. Qolomany et al. propose a Particle Swarm Optimization 
algorithm for hyperparameter tuning of deep long short-term memory models25. The number of communication 
rounds needed to find the best solution is reduced compared to a grid search method. Al-Wesabi et al.26 use the 
Pelican Optimization Algorithm to fine-tune the hyperparameters of a belief network for attack detection on 
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local IoT devices. A heuristic approach for hyperparameter tuning was applied for spiking neural networks 
in27. This type of neural network has many hyperparameters, and the Cuckoo Search Algorithm, Grasshopper 
Optimization Algorithm, and Polar Bears Algorithm were tested for their optimization. Orchard meta-heuristic 
optimization algorithm is proposed by Bukhari et al. in28 for hyperparameter tuning of a FL model that predicts 
photovoltaic power generation. The optimization problem solutions are composed of architectural information 
for the proposed Conv-SGRU model, learning, and dropout rate. Michalakopoulos et al.29 propose a federated 
framework for collaborative model training across decentralized prosumer energy data without compromising 
sensitive information. They leverage clustering algorithms that utilize the models’ hyperparameters as the input 
space and integrate the differential privacy aggregator. The privacy-preserving transfer learning for short-term 
building energy consumption predictions is addressed in30. The federated model learns transferable knowledge, 
and the hyperparameter fine-tuning process is made during the training phase using a grid search algorithm 
to find the optimal configuration regarding model architecture, learning rate, and the used optimizer. The grid 
search algorithm is also used for hyperparameter selection in31 in different FL settings for residential energy 
consumption prediction.

The paper explores a novel hierarchical FL solution for households’ energy consumption prediction that 
incorporates clustering techniques, simulated annealing (SA), and genetic algorithms (GAs) for efficient models’ 
aggregation and hyperparameters tuning. We address the challenge of effective and adaptive hyperparameter 
tuning for heterogeneous energy profiles by using a clustering technique. Similar energy profiles are grouped and 
linked for aggregation at the fog level. The GA efficiently explores the hyperparameter configurations, selecting 
and sending only the most promising ones to the validation nodes for evaluation. Additionally, there is a need 
for effective hyperparameter tuning methods that can scale to numerous households and massive datasets. These 
methods should be capable of handling the diverse FL deployments and consider the limited computational 
resources available at the edge. To address this gap, a hierarchical SA optimization is used as an efficient 
aggregation method at the fog and cloud layers. The method improves performance by prioritizing updates from 
the better-performing models.,and enhances training efficiency by focusing on early updates. Finally, the GA-
based hyperparameter optimization process reduces the computational effort of edge nodes by using only one 
hyperparameter configuration at a time for training and validation. In this way, we address significant challenges 
in FL, such as optimizing the communication between edge devices and the fog/cloud to reduce overhead, while 
maintaining the prediction performance of the global model. This is relevant, especially in the case of households’ 
energy consumption prediction where the energy data is non-IID and a node with a larger dataset and higher 
energy profile magnitude shouldn’t necessarily have a greater influence on the global model. Additionally, it’s 
important to consider, especially in the early stages some prediction models may perform poorly on edge nodes 
but still contribute positively to the global model.

The remainder of the paper is structured as follows: the Methods section introduces the proposed FL solution 
for households’ energy production, the Results section details the evaluation and validation results and the 
Conclusion section summarizes the paper and highlights future works.

Methods
Figure 1 presents the proposed three-layer FL architecture for energy consumption prediction of a set of 
households, h ∈ H . The edge nodes refer to gateway devices located in buildings, which are used to train 
local prediction models on the data stored locally. These devices then send updates of their learned models to 
the upper fog layer. Since households have different energy consumption profiles with varying patterns and 
amplitudes, their effective grouping into distinct clusters is important for prediction accuracy. In this scope we 
have used our clustering solution from32, with one change that involves removing the extra features related to 
peak demand hours, as it plays no role in understanding the time series patterns that we are trying to categorize. 
Therefore, the fog devices are associated with a cluster c ∈ C , of Hc households ∪ Hc = H , enabling them 
to contribute to a shared prediction model on the fog layer. The top cloud layer is responsible for efficiently 
aggregating the fog layer updates into a global prediction model.

A round of communications between the top layer cloud, fog clusters, and each cluster with its households 
and reverse, represents an iteration. We have considered K  as the total number of iterations needed to complete 
the trading of the global federated model. The top layer is responsible for initializing and storing the global 
weights w (k) after each iteration k ∈ K , and a set of hyperparameter configurations of the global model ψ
. Also, λ  is a cumulative hyperparameter for the cloud model and α (k) is the computed performance of the 
global model on iteration k. Each fog layer cluster, c ∈ C , has a set of hyperparameter configurations ψ c from 
which it selects the best configuration φ c

best (k) and sends it to the edge layer. The cumulative hyperparameter 
of the cluster model is denoted as λ c and its performance on iteration k as α c (k). Additionally, the cluster-
associated vector of weights on iteration k, wc (k) is updated by aggregating the weights received from each 
edge node. Finally, the household edge nodes are responsible for the training and validation of the model. They 
receive the initial weights and configuration from the fog and update and evaluate their performance considering 
the current configuration of the hyperparameters. The performance of the updated model on iteration k is 
denoted as α c

p (k). The computed weights on the prosumer node are wc
p (k).

For each cluster c the edge nodes Hc are split into train, Hc
t and validation nodes Hc

v , such that 
Hc = Hc

t ∪ Hc
v . We define the learning of the global federated model as a multi-objective optimization 

problem. On the edge layer, for each training node hc
p (k) ∈ Hc

t  the objective is to minimize the loss on its 
training data set Dhp , given the weights of the local model wc

p (k) and the best hyperparameter configuration 
φ c

best (k) sampled from the set of fog configurations. The objective function is expressed as:
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On the fog layer, the objective at each cluster is to minimize the sum of the losses computed on both training 
and validation edge nodes. This involves minimizing the total loss from all household nodes in the cluster 
by aggregating the weights from edge nodes within the cluster and selecting the optimal hyperparameter 
configuration for training. The objective function is:
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where c is the cluster of edge nodes, ψ c is the hyperparameter configurations for the cluster and wc (k) the set 
of edge models in the cluster.

The cloud layer’s global objective is to minimize the overall loss on all edge nodes by efficiently aggregating 
the updates received from the fog nodes:

	
fg

obj = min
∪ wc(k)∈ Rd

fc

obj

, c ∈ C � (3)

In other words, the optimization problem is to efficiently aggregate the model weights both on fog and cloud 
layers and to find the best hyperparameter configuration of nodes such that the sum of edge node training and 
validation losses is minimized.

Federated learning methodology
In Fig. 2 the computational and communication steps involved in the FL process are presented. Firstly, the cloud 
initializes the weights and the current temperature for the simulated annealing (SA) process as the maximum 
temperature (1). Also, the fog nodes initialize the population ψ c for the GA with ψ size chromosomes (2).

The following steps are repeated for K  iterations to achieve the overall established objective. The current 
global weights w (k) and the current temperature Tcurrent are broadcasted to all the fog nodes c ∈ C  (3). 
The model weights at the fog level from the previous round wc (k − 1) are updated with the weights received 
from the cloud (4). The fog nodes randomly select from their connected edge nodes Hc, a node for validation 
hc

v  (5). The hyperparameter tunning process consists of updating the population (6.1), and communication 
with the validation edge node for evaluating the chromosomes. The chromosomes φ c

i (k) are selected with a 
probability for evaluation and are sent to the validation edge node together with the aggregated weights from 
the previous round (6.2). The validation edge node evaluates the hyperparameter configuration represented by 
the chromosome on the given weights and its validation data (6.3) and sends back to the fog node the fitness 

Fig. 1.  Layered FL architecture for energy prediction.
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score (6.4). The detailed GA as well as the population update process involving offspring generation, removing 
the worst candidates, and fitness score computation is described in the Hyperparameter Tuning section. The 
fog nodes select the best chromosome from the population based on fitness score (6.5). The weights and the 
best-selected chromosome are broadcasted to all the training edge nodes hc

p from Hc
t  (7). The edge nodes 

train the model with the given hyperparameter configuration on its dataset Dhp (8) and send to the fog node 
the updated weights wc

p (k) and its performance α c
p (k) (9). Using the SA process, the fog node aggregates the 

received updates (10) and sends the aggregated model weights wc (k) and performance α c (k) to the clod (11). 
Finally, the cloud aggregates the model updates received from fog nodes (12) and the process is repeated for the 
remaining iterations.

Prediction models aggregation
We have defined a SA33 based aggregation solution considering the model performance and allowing for a larger 
exploration space in the early stages. SA searches for the optimal solution by accepting solutions that are worse 
than the current one with a probability that is higher at the beginning of the process and decreases over time, 
controlled by a temperature parameter. Therefore, as the federated learning process progresses the probability of 
considering models with lower accuracy in aggregation decreases.

The models are updated based on local performance and previous participation, specifically how early they 
provided their solutions, using a cumulative hyperparameter (see Algorithm 1). Nodes that contributed to the 
global model more promptly are rewarded with a higher weight in the aggregation process. It has as input a set 
of weights wi (k) and performances α i (k), the cumulative hyperparameter from the previous round λ , the 
aggregated model weights wagg (k − 1) and performance α agg (k − 1) from the previous round, as well as the 
current temperature Tcurrent (line 2).

Fig. 2.  Sequence diagram of the FL process.
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Algorithm 1: SA Aggregation 

The method returns a new set of aggregated weights, the performance of the aggregated model, and the 
updated cumulative hyperparameter. Firstly, the algorithm computes two factors: µ prev based on current the 
cumulative hyperparameter and µ new based on current temperature (line 5). Afterward, for each set of weights 
(line 6), the difference ∇ E between the performances of the previous aggregated model and the current 
updates is computed, and a random number γ  is selected between 0 and 1 (lines 7–8). If the performance of 
the updated weights is higher than the previous aggregated model or with a given probability influenced by γ , 
∇ E, Tcurrent and a constant kB  the model is aggregated (lines 9–11). The ponders of the new weights and the 
aggregated model is given by the µ prev  and µ new and the cumulative hyperparameter is updated with µ new. 
Finally, the performance of the aggregated weights is computed as the maximum values between the previous 
performance of the aggregated model and the performances of all the updated models (line 14). The usage of 
the Boltzmann constant kB  employs to operate with the Boltzmann probability distribution where the random 
value γ  is evaluated concerning the chance that the system is found in a state with a difference of performance 
∇ E therefore searching function of temperature for better or random states.

Hyperparameters tuning
The GA34 is used to find the best configuration for the hyperparameters for each fog node corresponding to a cluster. 
The population is initialized with a set of hyperparameter configurations ψ c =

{
φ c

1, , φ c
2, φ c

3, ... φ c
ψ size

}
 

where φ c
i  is the ith chromosome of the population:

	 φ c
i = (η i, batchi, epochi, Pi, Nfti )� (4)

The genes represent hyperparameters that significantly influence model performance in federated energy 
prediction tasks. The learning rate η ∈ [10−4, 10−2], is tuned to find a balance between stable convergence 
and faster training; the batch size batch ∈ [16, 128] allows for exploring different trade-offs between 
computational efficiency and capturing complex consumption patterns; the number of epochs epoch ∈ [1, 100] 
ensures flexibility in fitting seasonal and varying consumption behaviours without overfitting; the early stopping 
patience P ∈ [1, 20] helps to detect convergence and prevent unnecessary training, accommodating data 
irregularities; and the number of fine-tuning layers Nft ∈ [1, 10] controls how much of the pre-trained model 
is adapted to local conditions. For population initialization, ψ size individuals are randomly generated with 
each hyperparameter value drawn from its defined range, enabling a broad search space for discovering effective 
configurations.

The GA-based hyperparameter tuning is defined In Algorithm 2. It receives the current temperature from 
the SA_AGG, Tcurrent, population of chromosomes ψ c, the validation node hc

v (k) and the current cluster-
level aggregated weights wc (k). Firstly, the candidates for crossover φ c

p1 , φ c
p2  are selected as the best two 

hyperparameter configurations in the population (line 6). The new offsprings φ o1 and , φ o2 are generated by 
crossover between the selected candidates (line 7) and it is added to the survivor population (line 8). The Single-
Point Crossover is used for offspring generation which involves swapping segments of two parent chromosomes 
at a random point. As parameters, we have set a probability of 60% for the crossovers meaning that for a given 
pair of parents, there is a 60% chance that crossover will be applied to produce offspring. If φ p1 and φ p2  are 
the parent chromosomes, φ o1 and , φ o2 are the offspring chromosomes, r is the crossover point and n is the 
length of the chromosomes, then the formula is:

	 φ o1 =
(
φ p1 [0 : r] , φ p2 [r : n]

)
, φ o2 =

(
φ p2 [0 : r] , φ p1 [r : n]

)
� (5)
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Algorithm 1: GA Hyperparameter Tuning Method

For the mutation process, each gene in the offspring has a 3% probability of being changed to a random value 
from its domain. After the generation of the offspring, the new population ψ c

new  is obtained by replacing the 
two chromosomes with the lowest fitness scores with the newly generated offspring (lines 8–9). Only some of 
the chromosomes from the population are selected in the current iteration to be evaluated on the validation edge 
node hc

v (k) ∈ Hc
v  (lines 10–15). The probability of a chromosome φ c

i  to be selected is given by a randomly 
generated value (line 11), its current fitness score f (φ c

i ), constant kB  and the temperature Tcurrent (line 12). 
For each selected chromosome in the new population, the randomly chosen validation edge node hv (k) ∈ Hc

v , 
receives the current cluster-level aggregated weights wc (k) and a hyperparameter configuration corresponding 
to a chromosome to compute the fitness score. The fitness score is determined by computing the loss of fitting the 
model with the received weights and hyperparameters (line 13). If the chromosome is not selected for evaluation, 
the previous fitness will be kept. Finally, the algorithm returns the new population (line 16).

Results and discussion
The dataset used for evaluation contains energy consumption readings from over 4000 London households, with 
a subset of these households participating in a time-of-use demand response program35. The data is recorded at 
30-minute intervals between November 2011 and February 2014 and provides insights into energy consumption 
patterns, tariffs, and responses to price signals. Figure 3 illustrates the hourly average energy consumption of 
households over the data collection period. Distinct groups of houses can be identified based on their energy 
usage levels. Additionally, there are significant peaks in energy consumption during the day, primarily occurring 
early in the morning and in the evening. These peaks can be attributed to the unique consumption patterns of 
each household.

The monitored data often exhibit imperfections, such as incompleteness, inconsistency, and inaccuracy, as 
well as errors, outliers, or missing values. To improve data quality and uncover meaningful relationships within 

Fig. 3.  Hourly energy consumption data for each household (recorded daily across the dataset).
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the dataset, a data cleaning process was undertaken before data analysis. Initially, data points with missing or 
erroneous values were removed to ensure data integrity, resulting in a final sample of 4,438 households for this 
study.

For solution evaluation, a wide array of features was considered to capture various aspects of energy 
consumption patterns. These features are categorized into several groups, each contributing uniquely to the 
predictive power of the federated model. We considered temporal features like the hour of the day, day of the 
week, and month of the year to capture features that capture daily, weekly, and seasonal patterns in energy 
consumption. To capture short-term trends and variability, statistical features such as moving averages, rolling 
mean, and maximum and minimum values were used (see Table 1).

Figure 4 presents an overview of the daily energy consumption of households from the dataset. Figure 4 (a) 
shows the distribution of households in the dataset by their daily energy consumption range. Most households 
in the dataset have an average daily energy consumption that falls within the interval of 0 to 10 or 10 to 20 kWh/
day. The average daily energy consumption is computed for overall households as an hourly average and is 
illustrated in Fig. 4 (b).

Figure 5 (a) represents the monthly average energy consumption. The average is computed for overall 
households, and the seasons are represented with different colours, and it can be noticed that the lowest energy 
consumption is during the summer months (yellow) and the highest is during the winter (blue). Figure 5 (b) 
presents a heatmap of the average energy consumption for each day of the week and how it varies based on the 
month. The colour intensity from the heatmap indicates the value of the energy consumption, from blue (high) 
to light yellow (low).

We have clustered the households’ prosumers based on the energy profile features using the methodology 
presented in31. In the process, a normalization procedure was applied using the Min-Max normalization method, 
which scales all values to a range of 0.0 to 1.0. Specifically, the minimum value of each feature is transformed to 
0, the maximum value to 1, and all other values to a decimal between 0 and 1. This normalization step is crucial 
for mitigating the impact of varying data magnitudes on subsequent clustering analyses, thereby preventing 
associated biases. The applied data preparation process aims to enhance the robustness of the clustering analyses 
by normalizing data scales and facilitating the use of distance-based metrics in data exploration. Three clustering 
algorithms, K-means36, K-medoids37, and Hierarchical clustering38 are applied to segment the data based on the 
features of each load profile. Determining the optimal number of clusters in clustering analysis is challenging, as 
it typically cannot be precisely known in advance. Therefore, the various clustering algorithms are tested over a 
predefined range of clusters, from 2 to 30. This extensive range is systematically explored to determine the most 
appropriate number of clusters using three evaluation metrics: the Silhouette Score (SIL), the Davies-Bouldin 
Index (DBI), and the Calinski-Harabasz Index (CHI). Table 2 shows the optimal number of clusters for our 

Fig. 4.  Households’ energy profiles analysis: (a) Number of households by daily energy consumption range 
and (b) Hourly energy consumption.

 

Type Feature Description

Timestamp

Hour, minute

Extracted from the monitoring date and computing sinus and cosines for their valuesDay, month

Weekday

Statistical
Rolling mean value

Computed on the consumption values for a time window with sizes 3 and 6
Rolling maximum/minimum value

Table 1.  Input features for federated energy prediction model.
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case is three. The only exceptions are observed with K-medoids, where the optimal number of clusters is two. 
However, as discussed in previous studies, K-medoids is not reliable for tasks of this nature. Consequently, its 
results are excluded from further analysis. On the other hand, the results of K-means and Hierarchical clustering 
mostly agree, with only minor exceptions. Since K-means achieves higher scores across all evaluation metrics 
(SIL, DBI, and CHI), the labels selected by this algorithm will be incorporated into the proposed solution for 
further assessment.

Figure 6 illustrates the SIL scores for all clustering algorithms evaluated across the selected range of cluster 
numbers, offering a clear comparison of their performance. The figure highlights the consistent superiority of 
K-means, as it achieves the highest SIL scores for most of the tested configurations. This trend underscores the 
robustness of K-means in identifying well-separated and compact clusters.

Fig. 6.  SIL scores for every clustering algorithm under the selected range.

 

Clustering Algorithm

Evaluation 
metric

SIL DBI CHI

K-means 3 3 3

HAC 3 3 3

K-medoids 2 2 2

Table 2.  The optimal number of clusters for the clustering algorithms based on three evaluation metrics.

 

Fig. 5.  Statistical features analysis: (a) Overall monthly energy consumption and (b) Day of the week energy 
consumption by month.
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In Fig. 7a visual depiction of the clustering outcomes derived from our methodology is presented, overlaying 
the time-series data. Each cluster is represented by a unique color to enhance visual distinction, with its respective 
median trend line displayed in the same color to emphasize the central tendency within the cluster. The clusters 
reveal subtle yet meaningful variations in energy consumption patterns, primarily distinguished by the volume 
of usage, providing insights into the underlying structure of our dataset. More specifically, Cluster 1 exhibits the 
largest magnitude in daytime peaks, reflecting higher activity levels. Cluster 2 shows a moderate level of energy 
usage, with peaks smaller than those of Cluster 1, but still pronounced compared to Cluster 0. Despite these 
differences, all clusters share a common temporal structure influenced by similar daily cycles across the dataset.

The evaluation setup for each layer in the federated architecture is presented in Fig. 8. The edge devices, 
represented by different versions of Raspberry Pi, are mapped to the corresponding households in the dataset. 
For each cluster, a fog device (Intel Core I3 and 8GB RAM) was used for the aggregation and hyperparameter 
tuning process. The edge devices are connected to the fog node that represents the cluster to which the consumer 
belongs.

We have developed applications for script handling and communication exchanges, each corresponding to 
a layer of the federated architecture, using Spring Boot 3.2.5 with Java 1740. For the dependencies manager 
we have used Maven and communication among nodes is established using Representational State Transfer 
(REST) communication. Python 3.12.341 and TensorFlow 2.1842 are used for building scripts for data and model 
manipulation. The applications and the scripts run on Docker containers deployed on the federated architecture 
nodes, providing a virtual environment featuring the following libraries: (i) TensorFlow for managing and 
creating models, (ii) Pandas43 for reading data from comma-separated values (CSV) files and processing it 

Fig. 8.  Evaluation Setup: Households data and Physical Device Assignments (created with Microsoft 
PowerPoint60).

 

Fig. 7.  Normalized median values for each cluster during the day (generated using Python 3.12.341 and 
Matplotlib48).
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through feature engineering pipelines, and (iii) Scikit-learn44 for scaling tasks. Additionally, Scipy45 was used for 
special functions, such as the Boltzmann constant, while Argparse46 handled parsing arguments from the stack. 
Protobuf47 was used for building the image, and Matplotlib48 for generating plots. The GA for hyperparameters 
optimization is implemented using the Java library Jenetics 7.0.049 and it is deployed on the Dockers from the 
fog nodes. The SA algorithm for models’ aggregation is implemented from scratch and runs on the Dockers from 
the cloud and fog nodes. For monitoring network traffic and hyperparameters, we used features of the Spring 
Framework along with a custom caching mechanism to capture the state of the algorithms across iterations. The 
code of our federated solution is available on GitHub50.

The energy prediction model architecture is designed using the Keras library51 and is constructed with 
sequential layers, the core layer being the LSTM and using ReLU52 as activation function. The input consists 
of a sequence of 6 features with a sequence length of 48. The first LSTM layer contains 32 units. The value was 
determined through repeated attempts, correlating their impact on the quality of the predictions. A second 
LSTM layer with 64 units is then applied. Finally, a Dense layer with 16 units, followed by a final Dense layer with 
1 unit to output the predicted value. To update the model’s weights, we used the Adam optimizer53 and Mean 
Squared Error (MSE) as the loss function.

Figure 9 reports the prediction accuracy of our FL methodology compared with other state of the art 
methods using the average MSE (Mean Square Error) for households’ energy prediction over several iterations 
(executed on daily energy profiles from 2013-07-10 to 2013-07-20). For a series of iterations, the performance of 
the aggregated model at the cloud model was analysed, as well as the execution time and volume of the network 
transmitted data. Compared with FedAVG39 it can be noticed that the hyperparameter tuning method helps the 
model converge earlier and, by finding the optimal hyperparameters for training, prevents the spikes of the MSE 
during iterations.

We have compared the accuracy of our FL energy prediction model for each edge device, representing a 
household. The results presented in Table 3 show that in average the model outperforms the considered baseline 
represented by the FedAVG algorithm. Our solution effectively captures patterns in household energy profiles 
through clustering and hyperparameter tuning. It demonstrates superior performance in scenarios where 
FedAVG struggles, such as for households with device IDs MAC001198 and MAC000321. By introducing 
greater variance in the energy prediction data used during training and later in cluster-level cross-validation 
our model has good generalization features. It achieves similar accuracy with FedAVG minimizing prediction 
deviations across the rest of the households used in testing.

The execution time and the network traffic are measured over iterations to have an overview of the costs 
implied by the integration of the proposed aggregation method and hyperparameter tuning process. Figure 10 
shows the execution time for each iteration involving a complete federated energy prediction model update. 

Fig. 9.  Average prediction accuracy of our federated model compared with state of the art methods.
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As many combinations of parameters in the search space need to be evaluated by the genetic heuristics it adds 
computational overhead. The time depends on how many chromosomes are selected during the GA evolution for 
validation and how fast the edge nodes respond to the computed performance or updated model. Additionally, 
the increase in the execution time is due to steps that involve additional communication with the household’s 
validation nodes inside the same cluster.

The computational complexity of our solution is influenced by the additional complexities brought by the GA 
for hyperparameters optimization and by the simulating annealing solution for prediction models aggregation. 
In the case of the GA, the complexity per each cluster c is directly influenced by the size of the initial population 
φ c

i , the number of iterations I, and the complexity of the fitness function Of :

	 O
(
φ c

i ∗ I ∗ Of−GA

(
|Hc| + |Hc

t | ·
(
avgsize

(
Dhp

)
+ wc

p (k) *I
)

+ |φ |
))

, hp ∈ Hc
t � (6)

Fig. 10.  Execution time for each prediction model update iteration.

 

Our Federated Model FedAVG

Edge Device ID MAE R2 RMSE MAE R2 RMSE

MAC000434 0.044188375 0.9792175 0.058825875 0.01947587 0.9962506 0.024245411

MAC004505 0.088838167 0.971611333 0.1101665 0.01595106 0.9980114 0.020075945

MAC001441 0.099584625 0.94392825 0.16032175 0.018966151 0.9900336 0.022822501

MAC002451 0.094873286 0.968307667 0.136992286 0.020804703 0.99762475 0.027247075

MAC001326 0.0564565 0.983215375 0.075719875 0.013383849 0.99841934 0.0175527

MAC004290 0.056729286 0.989875286 0.074915429 0.015129962 0.9926895 0.035435524

MAC002163 0.111804286 0.916483714 0.135642 0.035224594 0.9912712 0.10221271

MAC001198 0.077307667 0.990275167 0.104408333 0.7507679 0.76109415 1.3125988

MAC000321 0.039661333 0.968815 0.048596889 0.19151235 0.8691262 0.68717957

Table 3.  Prediction accuracy of individual households at the edge.
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where |Hc| is the total edge nodes in the cluster hp, m the number of training nodes in the cluster, 
avgsize

(
Dhp

)
 is the average size per training node ( Dhp ), wc

p (k) the dimensionality of the model and ∣Φ∣ is 
the number of hyperparameter configurations.

The computational cost of SA for model aggregation per cluster c depends on the number of edge devices in 
the cluster, |Hc|, the complexity of the objective function which is the model aggregation loss:

	 Of−SA (I∗( |Hc| ∗ wc
p (k) + |Hc| ∗ avgsize

(
Dhp

)
)� (7)

Despite the additional complexity brought by the GA and SA algorithms the execution time for each model 
iteration remains within reasonable boundaries feasible for solutions requiring the day ahead energy prediction 
for energy prosumers. Additionally, the accuracy gains are significant compared to other federated models in 
state of the art. Its complexity could be managed by selecting and sampling only a subset of edge devices or model 
parameters to approximate the objective function, reducing the dependence on the number of edge devices per 
cluster and the prediction model dimensionality.

Figure 11 shows the data transmission overhead brought by our federated solutions for all the layers. The 
edge and fog quantity of transmitted data is computed as an average across all nodes. The FL methodology 
proposed has minimum impact on incoming and outgoing traffic among nodes on different architectural layers, 
which is beneficial when network resources are limited such as the cases of edge nodes in smart grids. In our 
case, the hyperparameter tuning reduces the size of model updates sent between nodes at edge and fog layers as 
the GA efficiency parameters such as batch size, learning rate, and update frequency. Therefore, the FL-based 
solution can scale more effectively across larger energy networks with many households associated with edge 
devices without overwhelming the data network infrastructure. Additionally, the low network traffic overhead 
of our solution reduces the energy consumption of edge devices, which is particularly important for important 
in households where energy management often overlaps with the integration of smart homes into energy grids. 
GA-based hyperparameter optimization minimizes the communication rounds that are required for accurate 
households’ energy prediction. This not only optimizes the use of data network resources but also smooths the 
data transmission patterns between nodes making the data flow in federated prediction model update more 
stable and manageable. Therefore, our federated energy prediction model converges faster leading to quicker 
decision-making on edge and fog devices, contributing to the management of microgrids.

The best fitness score and the diversity from each fog population are represented in Fig. 12. The fitness score 
(see Fig. 12a) is computed as the performance of the hyperparameters configuration on the selected validation 
node. The fitness score for the best chromosome is more stable in the later iterations, as the algorithm progresses. 
This stability reflects a more refined and accurate prediction model as the FL process converges thus the federated 
model is reaching an optimal solution across all household’s edge nodes, leading to better energy predictions. 
The diversity of the population on each fog node (see Fig. 12b) helps prevent premature convergence and ensures 
a more robust, globally optimal solution for the federated energy prediction model. The diversity varies based 
on local conditions, such as households’ energy data heterogeneity. However, the clustering of households based 
on energy profiles and the cross-validation of the model between the edge nodes of the same cluster helps 
in exploring a wide solution space. Our federated model explores not only individual households’ patterns 
but also broader trends within the cluster widening the solution space, as the model benefits from both local 
(individual household) and group (cluster) data patterns. Consequently, different fog nodes can host distinct 
local populations of chromosomes, representing local solutions to the energy prediction problem.

To benchmark the energy prediction accuracy results of our methodology we have used the FedAVG, 
FedProx and FedMIME implementation from the Tensorflow Federated framework. FedProx is an extension of 
FedAvg that incorporates a regularization term to handle heterogeneous client data and improve stability in non-
iid settings, whilst FedMIME is a personalized federated learning method. The energy consumption values were 
scaled using Standard Scaler, the dataset was split into training and testing sets (80%-20%), and the federated 

Fig. 11.  The volume of network traffic for cloud, fog, and edge: (a) incoming and (b) outgoing.
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model was trained over 10 communication rounds. The metrics were computed on the testing set for each client, 
using the global model. For FedProx, we set the proximal strength to 0.01 to balance stabilizing updates from 
heterogeneous data and allowing local model adaptation, and the Yogi client optimizer was used with a learning 
rate of 0.01. For FedMIME, Yogi optimizer was used for both the base and server optimizers, with learning rates 
of 0.001 and 0.01, respectively. In Table 4 are presented the average values for those metrics computed over all 
clients and the statistical improvement of our solution.

Our federated model demonstrates consistent performance improvements over FedAVG, FedProx, and 
FedMime across all evaluated metrics. Compared to FedAVG, the MAE decreased in average by 38%, RMSE 
by 59% and R2 metric was improved by 28%. Similarly, the average accuracy improvements over FedProx were 
of 28% for MAE, 55% for RMSE, and 11% for R2. The prediction performance of FedMIME was worse than 
FedAVG and FedProx due to its focus on personalization and the relatively small number of training examples 
(hourly consumption data over less than one year). Thus, the improvement was higher in this case (over 85%).

As a final note, the hierarchical FL methodology and adaptive hyperparameter tuning strategy presented here 
are not restricted to energy prediction and can be applied in diverse fields characterized by data decentralization 
and privacy concerns. Examples include distributed healthcare analytics (e.g., hospital-level patient data)54,55, 
language modeling56,57, traffic58, and telecommunications59 forecasting among others. In each case, grouping 
similar data sources into clusters and adjusting hyperparameters to local conditions enhances performance, 
robustness, and scalability. Likewise, the GA-based hyperparameter tuning method is equally domain-agnostic. 
It can efficiently search large and complex hyperparameter spaces to identify near-optimal configurations 
without requiring explicit assumptions about the underlying data distribution or the nature of the predictive task. 
This flexibility makes the proposed approach readily transferable to other fields where FL and hyperparameter 
optimization are needed.

Conclusions
The proposed hierarchical federated learning solution for household energy prediction, captures well the 
household energy patterns through clustering and hyperparameter tuning, excelling in scenarios where 
FedAVG underperforms with an average accuracy improvement of about 20%. It ensures good generalization 
by introducing greater variance in training and cluster-level cross-validation while achieving comparable 
accuracy to FedAVG in scenarios where FedAVG excels (around 4%). Additionally, it outperforms FedProx, 
and FedMIME, with significant gains in prediction accuracy. The network traffic is kept below 30 KB, and 
hyperparameter tuning reduces model update sizes and communication rounds by 30%, making the approach 
efficient in resource-constrained networks.

Metric FedAVG FedProx FedMIME Our federated model

Prediction Accuracy
relative improvement (%)

FedAVG FedProx FedMIME

MAE 0.12014 0.10431 0.50415 0.07438 38.08 28.69 85.25

RMSE 0.24993 0.22456 0.69997 0.10062 59.74 55.19 85.62

R2 0.95495 0.96366 0.31188 0.96797 28.91 11.85 95.35

Table 4.  Average prediction accuracy of our solution compared with state of the Art aggregation methods.

 

Fig. 12.  Genetic based hyper parameters tunning (a) Best fitness score and (b) diversity for each fog over 
iterations.
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