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MindBugs: Self-Explanatory Disinformation
Detection System with Human-in-the-loop

Abstract

We introduce a self-explanatory, human-in-the-loop system for disinformation
detection, that shifts the focus from binary classification to structured narra-
tive understanding. Central to our approach is a hierarchical framework that
organizes disinformation into interconnected narrative structures. This design
not only enhances transparency, but also enables domain experts to intervene
drastically in the classification process.

We also present VER-1, a dataset of Eastern European disinformation and war
propaganda, and evaluate our system on it alongside a COVID-19 corpus. The
system performs best on VER-1, reflecting its focus on structured, campaign-
driven disinformation rather than isolated falsehoods.

The solution combines large language models with hierarchical clustering and
textual entailment to construct and verify narrative structures. At each clustering
step, the vector space is refined through synthetic data points, enabling semanti-
cally aligned texts to merge. This supports classification by narrative alignment
and results in an interpretable, correctable, and expert-guided alternative to
black-box models.

Keywords: Fake news detection, Transparent Al, Propaganda and disinformation
detection, Easter-Europe disinformation dataset, Human-in-the-loop, Explainable AlI,
Narrative clustering, Hierarchical classification.

1 Introduction

The dissemination of fake news on social media platforms poses a substantial chal-
lenge to societal resilience, particularly in the context of high-impact events such as
the war in Ukraine, democratic elections, and the COVID-19 pandemic [1]. In these
scenarios, disinformation can interfere with public understanding, distort democratic
processes, and produce coordinated responses. As a result, there is an increasing
demand for detection systems that are not only accurate but also interpretable, reli-
able, and aligned with institutional needs. Transparent human-in-the-loop (HITL)
systems, in particular, offer the potential to enhance trust and accountability in
automated disinformation detection [2].

Despite increasing interest in explainable and trustworthy AI, the integration of
HITL mechanisms into fake news detection systems remains limited. Most existing
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research has focused on HITL for fake news data annotation [3, 4], or on concep-
tual frameworks that outline potential roles, challenges, and opportunities for expert
involvement [5-8]. One exception is the system proposed by Dong et al. [9], which
incorporates user feedback into the model training process. However, this integration
is relatively superficial, relying on minor corrections or weight adjustments rather than
enabling substantive modifications to the model’s internal representations or decision
logic.

While these contributions highlight the value of human expertise, they often remain
limited to pre-processing stages or theoretical proposals, with few concrete implemen-
tations that support ongoing expert interaction or real-time correction. As a result,
HITL design patterns—where expert feedback can meaningfully refine system behav-
ior, are still underutilized in the context of disinformation detection [10]. Consequently,
when errors arise due to flawed training data or evolving narrative strategies, current
models lack the flexibility to adapt quickly.

In parallel with HITL mechanisms, explainability remains another critical yet
underdeveloped aspect of fake news detection systems. While explainability in machine
learning has gained increasing attention [11], most fake news classifiers do not offer
transparent reasoning mechanisms to justify their response. Several explainable Al
(XAI) methods have been applied to fake news detection[12, 13], including LIME
and Anchors. This line of research aims to improve the interpretability of fake news
classifiers by identifying the most influential words contributing to model decisions
[14].

LIME (Local Interpretable Model-Agnostic Explanations) is a widely used tech-
nique that explains individual predictions by approximating the local behavior of
complex models with simpler interpretable ones, typically linear models [15]. In con-
trast, Anchors generate high-precision, model-agnostic explanations in the form of
if-then rules that remain valid under small perturbations of the input, offering more
stable and human-readable justifications [16].

Ahmed et al. [17] and Szczepaniski et al. [18] introduced explainable models that
generate word-level attributions for each classification outcome. For example, in the
case of the headline “FBI New York Field Office Just Gave A Wake Up Call To
Hillary Clinton” (labeled as fake), the model highlighted words such as “Gave,” “Just,”
“A “Hillary,” and “Clinton” as key contributors to its decision [18]. Similarly, Lu et
al. [19] employed graph-aware co-attention networks to identify influential tokens for
classification. While such attributions offer a degree of transparency into the model’s
behavior, they often lack meaningful rationale and do not support human correction or
guidance of the system. These methods frequently highlight arbitrary or contextually
insignificant words from a human perspective, suggesting a lack of coherent reasoning
in the model’s decision-making process.

Another line of research focuses on incorporating human-interpretable explanations
into fake news detection. Shu et al. [20] proposed an approach that identifies top user
comments which help explain why a given piece of text is likely to be false. Similarly,
Yang et al. [21] developed a system that visualizes supporting examples to provide
greater transparency into the model’s decision-making process.
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In contrast to explainable approaches, the traditional methods used in fake news
detection predominantly rely on black-box supervised learning algorithms trained to
perform binary classification of news articles[22]. Previous work has used a wide range
of classical machine learning (ML) techniques, including Logistic Regression (LR),
Support Vector Machines (SVM), Naive Bayes (NB), Decision Trees (DT), Random
Forests (RF), and ensemble methods such as Gradient Boosting (GB) and XGBoost
(XGB) [23, 24]. To enhance the performance of these models, several studies have
incorporated additional features such as sentiment [25], personality traits [26], and
cognitive effort indicators [27].

In parallel, other researchers have turned to deep learning approaches to overcome
the limitations of traditional models, particularly their reliance on manually engineered
features and their limited capacity to capture complex semantic structures [28, 29].
To this end, architectures such as Recurrent Neural Networks (RNNs), Long Short-
Term Memory networks (LSTMs), Gated Recurrent Units (GRUs), and Transformer-
based models have been explored [30-33]. These deep learning models can learn rich
textual representations and have demonstrated improved accuracy, particularly when
combined with multimodal signals such as images or metadata [34].

Beyond content-based models, researchers have explored additional features such
as propagation structure [35], linguistic style [36], and social context [37]. Hybrid
approaches to fake news detection leverage multiple modalities such as text, user
behavior, and visual content to improve classification performance and robustness.
Volkova et al. [36] proposed a fusion model that integrates tweet text with linguistic
features, including moral foundations, and user interaction signals to classify suspi-
cious news into satire, hoaxes, clickbait, and propaganda. Similarly, Ma et al. [35] and
Meyers et al.[38] explored structural propagation patterns of news by analyzing simi-
larities between tree structures and introduced a tree-structured neural network. These
models exemplify the benefits of combining content-based and context-based signals.
Building on this idea, Shu et al. [37] modeled the tri-relationship between publishers,
news articles, and users to enhance detection capabilities. In the multimodal space,
Khattar et al. [31] introduced a variational autoencoder that fuses textual and visual
cues, while Singhal et al. [32] developed SpotFake, a hybrid framework that uses both
image and text features for improved classification.

However, despite their advantages, deep learning methods present several impor-
tant challenges. They are frequently opaque and difficult to interpret, demand
substantial amounts of labeled data, and lack mechanisms for expert interaction
or correction. These aspects limit their suitability for high-stakes domains where
transparency, accountability, and human oversight are essential.

In contrast to existing state-of-the-art approaches, this paper proposes a hybrid
human—AI system for disinformation detection that is both interpretable, guided and
corrigible by human experts. The system’s decisions are structured and justifiable,
centered around the organization of falsehoods into hierarchical narrative trees. This
approach specifically targets propaganda and disinformation, phenomena that differ
significantly from generic fake news, by treating them as intentionally constructed
and strategically disseminated content. Unlike casual misinformation, such as celebrity
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rumors or isolated factual inaccuracies, propaganda is rooted in persistent, overar-
ching narratives. Examples include recurring claims like “Ukraine does not exist”
or “COVID-19 is a fabricated crisis,” which appear repeatedly in multiple varia-
tions across diverse media. The proposed system is designed to uncover and cluster
these latent narratives within texts, enabling the automated, interpretable detection
of narrative-driven disinformation.

Our method combines large language models (LLMs) with semantic clustering and
textual entailment to extract, structure, and validate disinformation narratives. A
central component of the system is a hierarchical clustering algorithm that, at each
step, refines the vector space through LLM-driven knowledge infusion by generating
synthetic data points. This process improves semantic coherence among clustered texts
and facilitates the discovery of latent narrative structures.

Each classification produced by the system is accompanied by an explicit justifi-
cation, clearly indicating the specific narrative it aligns with. This design makes the
system highly interpretable and open to expert correction. The system operates under
the assumption that if a statement is not identified as part of a known disinformation
narrative, it is treated as provisionally true, not because it has been verified as fac-
tual, but due to the absence of sufficient evidence linking it to disinformation within
the current knowledge base.

Through human-in-the-loop interventions, domain experts can directly modify,
delete, or add narratives. This continuous refinement process enhances the model’s
accuracy and transparency of the classifier. We demonstrate the system’s functionality,
interpretability, and adaptability through experiments conducted on both a COVID-
19 fake news dataset and the VER-1 dataset. Notably, the system achieves superior
accuracy on the VER-1 dataset, which exclusively comprises disinformation and war
propaganda, compared to the COVID-19 dataset, which includes a broader range of
fake news.

2 Results

The proposed hierarchical narrative classification system produces structured outputs
that enhance interpretability in fake news detection. The algorithm assigns each test
statement to a relevant disinformation narrative and provides an entailment score,
which quantifies the strength of the relationship between the input statement and the
identified narrative.

We developed a novel method that identifies the main disinformation narratives
within a dataset. When classifying a piece of text, the algorithm searches for its inclu-
sion in a broader disinformation narrative of fake news, enabling a more structured
and context-aware approach to disinformation detection. The main features of the
developed method are:

o [ull Transparency: experts are granted comprehensive access to the system’s under-
lying decision-making rationale, enabling them to signal algorithmic errors and trace
misclassifications back to specific instances of flawed or misleading training data.

® Frpert Intervention: expert feedback continuously refines the classification process
by: (i) correcting misclassifications, (ii) eliminating outdated or inaccurate training



166

167

168

169

170

171

172

173

174

175

176

177

178

179

180

181

182

Table 1: Output of the classification process

Test Fake Statement Narrative Match Ent.
Score

VER-1 dataset

US use Ukraine to destroy Russia The West is destabilizing Eastern Europe. | 0.87

In Ukraine will be a heavy winter because | Ukraine is a failed state, and its govern- | 0.9

of the authorities ment is illegitimate.

Russia has the historical right to occupy | Russia has legitimate claims over Ukraine | 0.8

Ukraine. and Moldova.

COVID dataset

Due to the large number of people who | COVID-19 is a scheme by Bill Gates to | 0.85
will refuse the forthcoming COVID-19 | implant microchips through vaccines.
vaccine because it will include tracking
microchips, the Gates Foundation is now
spending billions to ensure that all medi-
cal and dental injections and procedures
include the chips.

Hydroxychloroquine. The virus cure. | Chloroquine and hydroxychloroquine are | 0.9
How fast does this pandemic end if you | effective treatments for COVID-19.
could start feeling better in as soon as 5
hours ;

An audio file by an alleged worker at | COVID-19 is exaggerated or fabricated for | 0.8
a health institution in Rio de Janeiro. | control purposes.
She says that healthcare workers on pub-
lic institutions in Rio are forced to state
whether a patient has COVID-19 or not
even before he sees a doctor. This was
allegedly being done to artificially inflate
the number of cases.

data, or (iii) strengthening relevant narrative structures. This ensures long-term
adaptability and interpretability, allowing experts to retire obsolete disinformation
patterns (e.g., “Beaches are safe from the virus”) as new information emerges.
Dynamic Adjustment: the system continuously updates its hierarchical narrative
structure in response to expert input, enhancing precision and robustness against
evolving disinformation patterns. When a narrative is corrected or removed, the
system no longer associates new inputs with that narrative—even if it appeared
in the original training data. Obsolete or erroneous information is fully deleted,
allowing the model to ”forget” outdated content with a single expert intervention.
Likewise, new narratives or subtle shifts in meaning can be seamlessly integrated,
with changes propagating across the system.

Contextual Justification: each fake classification includes an explanation indicat-
ing the broader disinformation narrative to which a statement belongs, providing
contextual transparency and supporting trust in the system’s outputs.

2.1 Narrative-Based Justification

Table 1 presents a sample of the algorithm’s output, illustrating how test statements
are matched with narratives and assigned an entailment score. We refer to this as
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COVID Accuracy Trend Over Cluster distance

—&— No human intervention
2 human interventions
—a— 5 human interventions

0.74 4

0.73 7

0.72 4

0.71 4

Accuracy

0.70 1

0.69

. ""/—.\0\‘

0.40 0.45 0.50 0.55 0.60 0.65 0.70 0.75 0.80
Cluster distance

(a) COVID dataset

VER_01 - Accuracy Trend Over Cluster distance

—e— No human intervention
2 human interventions
—8— 5 human interventions

0.88

0.86 +

0.84

Accuracy

0.82 +

0.80 +

T T T T
0.40 0.45 0.50 0.55 0.60 0.65 0.70 0.75 0.80
Cluster distance

(b) VER-1 dataset

Fig. 1: Accuracy of classification after expert correction

the Narrative-Based Justification Output, which represents the system’s interpretable
response linking each input to a specific disinformation narrative and the strength of
that alignment.

Each row in the table presents a disinformation statement from the test set, along
with the system’s justification. The Entailment Score indicates the degree of alignment
between the input and a known disinformation narrative, while the Narrative Match
column shows the specific narrative the system identified as most relevant. These
examples highlight how the system not only detects disinformation but also provides
interpretable, narrative-based explanations for its decisions. For example, in the first
row, the text: ”US use Ukraine to destroy Russia” is labeled as disinformation because
the algorithms identifies it as being part of the disinformation narrative ” The West
is destabilizing Eastern Europe.” with an entailment score of 0.87.
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2.2 Incorporating expert knowledge

Incorporating expert guidance led to a notable improvement in classification accu-
racy across both datasets, with gains of 7-8 percentage points achieved after only five
expert interventions. These results are illustrated in Figure 1, demonstrating the sys-
tem’s ability to adapt based on human input. The proposed framework is designed
to identify its own limitations through an Expert Correction Set and actively solicit
external feedback. For each misclassification in this set, experts intervene by refining
or extending the hierarchical narrative structure.

Several expert-driven interventions that contributed to refining the hierarchical
structure are presented in Table 2. This table outlines common classification errors,
the corresponding corrective actions taken by experts, and the rationale behind these
adjustments. Expert Correction Set Sample column represents the mislabeled element
from the expert correction set. The classification error type is either a false positive,
where the system labeled a text incorrectly as fake, or false negative, where the system
incorrectly labeled as not fake. The Action column is the action performed by the
expert, and the explanation column is a text illustrating the rationale behind the
action performed by the expert. For example on the first row in Table 2 is shown a false
positive classification. The system classified it under the narrative ” The coronavirus
is an enemy that requires extreme preventive measures.”. This narrative, once the
expert checked the internal classification structure, included 3 faulty training data:
”Preventive action for the coronavirus”, ”We don’t think we should ever shake hands
again with anyone”, ”The world is at war with a hidden enemy. WE WILL WIN!”
grouped under a single narrative. In order to remove both the narrative and the faulty
training, the expert deleted the whole tree.

Another example is the third entry in the table represents a false positive,
where the system incorrectly classified the text ”Test patients’ vitamin D levels to
improve immunoresponse” as misinformation. This misclassification occurred because
the system associated the text with the narrative ”Vitamin D reduces severity of
COVID-19".

Narrative:  Vitamin D reduces severity of COVID-19

Childy : You should also high-dose with Vitamin D.
Extensive clinical evidence that sufficient
Vitamin D reduces severity of Covid-19.

Childy: Everyone should also supplement with
Vitamin D. Extensive clinical evidence
that sufficient Vitamin D reduces severity
of Covid-19.

Upon reviewing the narrative and its immediate sub-narratives, the expert noted
that the narrative was overly broad and lacked nuance. Specifically the actual misinfor-
mation lies in the more specific claim that ”Vitamin D supplements reduce severity
of COVID-19”.

The results of the expert correction mechanism show a consistent improvement
across all cluster distances after integrating expert knowledge. This improvement



Table 2: Human-in-the-Loop Interventions

ID| Expert Correction | Error Action Explanation
Set Sample Type

1. | Protect yourself and | False Remove The text ”"Protect yourself and others
others from COVIDI19 | positive narrative | from #COVID19 by following these face-
by following these face- and all | mask do’s and don’ts.” was initially clas-
mask do’s and don’ts. children sified as a false positive. Upon review,

it was determined that this misclassi-
fication resulted from its inclusion in
the narrative ”The coronavirus is an
enemy that requires extreme preventive
measures.” This narrative and its asso-
ciated child elements :"PREVENTIVE
ACTION FOR CORONAVIRUS,” ”"We
don’t think we should ever shake hands
again with anyone,” and ”The world is
at war with a hidden enemy. WE WILL
WIN!”"—were all removed from the sys-
tem. These elements contributed to nar-
rative drift and introduced noise into
the model, leading to systematic mis-
classification. Their bulk removal helped
eliminate a cluster of incorrectly labeled
training data.

2. | Ukrainian refugees in | False Add a | The algorithm could not find any other
Germany will be accom- | negative | new nar- | similar sample in the training. The
modated in a former rative expert added a new tree containing the
Nazi camp of concentra- sample with the narrative ”Ukrainians
tion. are connected to Nazis”.

3. | Test patients’ vitamin | False Modify The text was labeled fake, being part
D levels to improve | positive the mnar- | of the narrative ”Vitamin D reduces
immunoresponse rative severity of COVID-19.” The narrative

was changed to ” Vitamin D supplements
reduces severity of COVID-19.” and the
hierarchy was kept.

4. | Church services cant | False Add a | The algorithm could not find any other
resume until were all | negative | new nar- | similar sample in the training. The
vaccinated, says Bill rative expert added a new tree containing the

Gates.

sample with the narrative ”Religious ser-
vices cant resume until we are all vacci-
nated”
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demonstrates that the system successfully adjusts its classification behavior based on
expert corrections, refining the narrative hierarchies to enhance classification accuracy.

To evaluate the system’s responsiveness to human input, we conducted two exper-
iments across a clustering distance range of 0.4 to 0.8, corresponding to the highest
validation accuracies. In both the COVID-19 and VER-1 datasets, classification per-
formance improved up to 8% following expert intervention. As shown in Figure 1,
accuracy peaked at 0.9 on the VER-1 dataset at a clustering distance of 0.6, and at
0.76 on the COVID-19 dataset at a distance of 0.5. These results highlight the system’s
capacity to iteratively improve through expert feedback.

2.3 Algorithm evaluation

We report test set accuracy scores obtained at the clustering distances that achieved
the highest validation performance, using the hierarchical narrative structure gen-
erated by the proposed algorithm in combination with five expert interventions, as
detailed in Subsection 2.2. These interventions involved correcting misclassifications
and refining narrative groupings, allowing the system to iteratively improve its internal
representation of disinformation structures.

For the VER-1 dataset, which targets Eastern European disinformation and pro-
paganda, the highest test accuracy was 0.90, achieved at a clustering distance of 0.6.
A slightly lower accuracy of 0.88 was observed at a clustering distance of 0.5, suggest-
ing that the system performs optimally when the narrative clusters are moderately
granular. This indicates that the system benefits from a balance between specificity
and generality in the narrative structure.

For the COVID-19 misinformation dataset, the best performance was obtained at
a clustering distance of 0.5, reaching an accuracy of 0.74. Increasing the clustering
distance to 0.6 led to a slight drop in performance, with accuracy decreasing to 0.72.
These results further underscore the system’s sensitivity to the clustering distance
parameter, which governs the granularity of narrative formation.

Overall, the observed improvements in test accuracy across both datasets demon-
strate the system’s ability to generalize from expert-guided structural adjustments
and suggest that even minimal expert input can meaningfully enhance performance.
Moreover, the system’s responsiveness to changes in clustering distance highlights the
importance of tuning narrative granularity to the characteristics of the disinformation
domain.

3 Discussion

This study introduced an interpretable and self-explanatory approach to fake news
classification, leveraging hierarchical narrative structuring and expert-guided refine-
ment. By integrating human-in-the-loop interventions, the proposed system enhances
transparency, adaptability, and classification accuracy in detecting disinformation. In
addition, this work introduces a new fake news dataset focused on disinformation and
war propaganda specific to the East European region.

The main contributions of this research are:
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® Human-in-the-Loop Adaptation: The inclusion of an expert correction set refines
the classification process by allowing specialists to modify, delete, or add narratives
when errors are detected.

® Hierarchical Narrative Structuring: We developed a novel algorithm to generate nat-
ural language labels for hierarchical clusters, allowing for a structured representation
of disinformation patterns using LLM knowledge infusion of synthetic data points.

e Explainable AT for Disinformation Detection: The system enhances interpretability
by associating each classified element with a narrative, enabling users to understand
the rationale behind classifications.

® VER-1 Dataset: A novel dataset created specifically for the evaluation of algorithms
targeting disinformation and war propaganda.

® Analysis of Cluster Distance Impact: We examined the effect of varying cluster
distance thresholds on narrative formation and classification accuracy, identifying
optimal thresholds for model performance.

® Removal of Faulty Training Data: Through expert corrections, the system identifies
and eliminates incorrect or misleading data from the training set. This process
helps prevent error propagation and enhances the reliability of the final hierarchical
structure.

Overall, this research advances the field of XAl and disinformation detection by
introducing an interpretable, human-in-the-loop framework that balances accuracy
with transparency. Unlike traditional approaches that rely on binary classification,
our system provides justifications for each decision and allows expert intervention to
refine the underlying narrative structure.

Moreover, this work shifts the focus toward a more specific and impactful subset of
fake news: disinformation and war propaganda aimed at manipulation and destabiliza-
tion. Rather than detecting superficial linguistic cues, the system identifies recurring
narrative patterns embedded within the text.

This work lays the groundwork for more transparent and adaptable disinformation
detection systems. By focusing on narrative structures and enabling expert feedback,
it bridges the gap between automated classification and human oversight.

4 Methods

In line with Explainable AT (XAI), the task of this work is to classify news as real
or fake while providing an explanation for each fake classification. Additionally, the
system should enable experts (e.g. journalists) to understand the decision-making
process, intervene in the algorithm, and modify its behavior as needed. That is, we
employ “human in the loop” design patterns for Al-based systems [10].

We present a novel method for disinformation detection that identifies and orga-
nizes texts into broader narrative structures, enabling context-aware classification. The
system emphasizes full transparency, allowing experts to trace and correct misclassi-
fications by examining the underlying rationale and training data. Expert feedback
plays a central role, supporting continuous refinement through the removal of out-
dated content, the strengthening of relevant narratives, and the integration of emerging
ones. The architecture is dynamically adaptable, with updates propagating across the

10
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Table 3: Hierarchy of Fake News and their narratives

Fake News Narrative - level 1 Narrative
level 2

Garlic, onions, and other traditional | Traditional remedies like
medicine recipes are treatments against the | garlic and ginger can
new coronavirus. treat COVID-19.

Alternative

Ginger, onion, and garlic help with coron-
avirus.

Take a few sips of water every 15 minutes | Drinking water can wash
at least ... drinking water or other liquids | away and kill the

will wash the coronavirus down through | coronavirus.

your throat and into the stomach. Once
there, your stomach acid will kill all the
virus.

If the coronavirus gets in your mouth,
drinking water or other liquids will WASH
them down through your esophagus and
into the stomach. Once there in tummy ...
your stomach ACID will kill all the virus.

system to maintain precision against evolving disinformation. Fach classification is
accompanied by a contextual justification, clearly linking it to a broader disinformation
narrative.

4.1 Datasets

To evaluate the system’s performance, we used two datasets. The first is a publicly
available COVID-19 misinformation dataset containing texts about pandemic-related
disinformation. The second, called VER-1, is a new dataset created for this study that
focuses on disinformation and war propaganda from Eastern Europe.

4.1.1 COVID dataset

The COVID-19 Fake News Detection Dataset consists of tweets, each labeled as either
real or fake [39]. The data was collected from multiple sources: fake news entries were
gathered from fact-checking organizations such as Politifact, Snopes, Boomlive, and
others, while real news entries were sourced from verified Twitter accounts of reputable
institutions, including the World Health Organization (WHO), the Centers for Disease
Control and Prevention (CDC), or the Indian Council of Medical Research (ICMR).

4.1.2 VER-1 dataset

The VER-1 dataset represents a novel contribution to this study, consisting of 908
entries focused on narrative-driven disinformation. The data set was constructed using

11

treatments can
cure COVID.
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content sourced from Veridica (www.veridica.ro), a Romanian fact checking organi-
zation that monitors, analyzes and debunks disinformation in the Eastern European
region. Veridica classifies each entry into distinct categories such as disinformation,
fake news, or war propaganda. Formal consent was obtained from Veridica to scrape
and utilize their content for scientific and research purposes.

To build VER-1, we extracted all available disinformation and war propaganda
texts published by Veridica between 2021 and 2025. These texts provide a representa-
tive sample of the types of false narratives circulating in Eastern Europe during this
period, particularly in the context of regional geopolitical tensions and information
warfare.

To enable accurate comparison with verified information, authentic news articles
were retrieved using Google News scraping. For each disinformation entry, key terms
and the publication date were extracted. These parameters were then used to retrieve
authentic news articles containing the same keywords, published within a maximum of
7 days distance of the disinformation piece. This time-bounded and keyword matching
ensures contextual alignment and minimizes the risk of pairing disinformation with
unrelated real content.

4.2 Preprocessing

To ensure the quality and consistency of the dataset, a preprocessing step was applied
to clean the textual data. The cleaning process involved the removal of various elements
that could introduce noise or inconsistencies: (1) remove URLs, usernames, hashtags,
consecutive punctuation marks emojis; (2) normalise extra spaces.

First, all URLs were removed to eliminate external links that do not contribute to
the textual content. Second, mentions (username) and hashtags (#topic) were stripped
from the text to focus solely on the tweet’s content without social media-specific
markers. Third, multiple consecutive punctuation marks such as colons, exclamation
marks, and question marks were also eliminated to standardize the text representation.
Fourth, emojis were removed to maintain consistency in text formatting, ensuring that
non-standard characters did not interfere with further text processing. Fifth, extra
spaces were normalized by reducing multiple consecutive spaces to a single space and
trimming leading or trailing whitespace. This preprocessing step enhances the dataset’s
quality by reducing irrelevant or extraneous elements which do not contribute to the
ability of the model to understand the message of the text.

4.3 Applying expert correction

For the experimental setup, each dataset was divided into four distinct subsets:
training, expert correction, validation, and testing. For the VER-1 dataset, the split
included 700 training examples, 69 for expert correction, 69 for validation, and 70
for testing. The COVID-19 dataset was divided into 6,420 training examples, 200 for
expert correction, 1,940 for validation, and 2,140 for testing. The training set was
used to construct the initial hierarchical framework that organizes disinformation into
narrative structures.
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The expert correction set was incorporated into a human-in-the-loop workflow
aimed at enhancing the system’s robustness and interpretability. When the model
misclassifies entries from this subset, domain experts intervene to refine the narra-
tive hierarchy—by correcting narrative assignments, reorganizing clusters, or pruning
irrelevant branches. When the model misclassifies examples, domain experts refine the
narrative structure by correcting, reorganizing, or pruning narratives.

For example, the phrase ”Bill Gates is weird” may emerge as a false narrative due
to generation error or satire mistakenly included in the training data. Experts can:

e Correct it to "Bill Gates is evil”, a real disinformation narrative (correction, in case
of generation error),

® Preserve a valid sub-narrative like ”Bill Gates is a reptilian” as a separate cluster
(reorganization) and also

® Remove the entire remaining narrative ”Bill Gates is weird” branch and its
associated children (pruning, in case of faulty training data)

The validation set was used to fine-tune key algorithmic parameters, including
clustering thresholds, limits on expert interventions per narrative, and prompt config-
urations for LLM components. Finally, the testing set served as an unseen benchmark
for evaluating the system’s overall performance.

4.4 Overview of the algorithm

The process begins with the construction of a list of disinformation tree struc-
tures (Step 1), where narratives, sub-narratives, and associated fake statements are
organized hierarchically. In Step 2, expert input is introduced through a Human-in-
the-Loop mechanism, allowing domain specialists to correct or validate the algorithm,
thus improving the overall quality and reliability of the model. Finally, in Step 3,
the refined tree structures are used to classify incoming text segments as true or
false, enabling automated identification of disinformation based on narrative patterns
previously detected and verified.

To create the disinformation tree structures from Step 1, the method is structured
around four key components:

1. Vector Space Clustering: The text is transformed into vector representations using
the SBert embedding model [40]. This step groups semantically similar fake
statements based on their embeddings.

2. Automatic Narrative Extraction: A LLM (e.g., GPT-4o-mini) is used to generate
the common narrative of each cluster of fake news.

3. Cluster Validation via Textual Entailment: To ensure the coherence and alignment
of the identified narratives within each cluster, textual entailment is used. This
technique evaluates whether the proposed narrative can be logically inferred from
each individual fake statement, thereby validating that the grouped statements
support and belong to the generated narrative. This step also helps reduce the risk
of LLM hallucination.

4. Hierarchical Narrative Structuring: Validated clusters are organized into a hier-
archical structure under their corresponding generated narrative. The process
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then restarts using the remaining unclustered fake statements and the validated
narratives as input. This iterative cycle—clustering, narrative generation, and val-
idation—continues until no further meaningful groupings can be made. The final
output is a set of hierarchical trees, each capturing a structured disinformation nar-
rative, from isolated statements to large narratives that may span hundreds of fake
news.

Table 3 exemplifies how disinformation is structured within one of the resulting
trees. The table shows the hierarchical organization of disinformation, where individual
fake news claims (Fake News column) are grouped under broader narratives (Narra-
tive - level 1). The Fake News column contains individual disinformation claims that
are commonly circulated in various formats. These claims are not isolated instances,
but components of larger thematic narratives, which are represented in the Narrative
column. Each narrative consolidates multiple fake news items or multiple narratives
that share a common theme, facilitating the identification of overarching misinforma-
tion patterns. Each element has a hierarchy level, denoting how far from the original
fake news is the obtained narrative, e.g. narrative - level 1/2/etc.

The internal structure of disinformation trees is illustrated in Table 3, which depicts
one of the disinformation trees resulting from the algorithm. Each tree represents a
distinct narrative of fabricated content. At the root of each tree lies the core false nar-
rative; branching from it are sub-narratives that function to reinforce, elaborate, or
obscure the central claim. The leaf nodes correspond to specific instances of misinfor-
mation drawn from the dataset. This hierarchical architecture serves a dual purpose:
it captures the compositional logic of disinformation and provides a basis for assessing
whether a given text aligns with any previously identified narrative, thereby signaling
its association with a known disinformation pattern.

This hierarchical structure approach to disinformation detection, shifts the focus
from isolated fake news items to the broader narratives that drive their dissemination.
By categorizing text as fake news only if they are part of a narrative, the algorithm
enhances interpretability and enables a more systematic analysis of misinformation
trends. Additionally, this approach allows domain experts to examine the classification
process, intervene where necessary, and refine the algorithm’s behavior by changing,
adding or deleting narratives in order to improve accuracy and adaptability.

4.5 Hierarchical Narrative Construction Algorithm

Algorithm 1 presents the Hierarchical Narrative Construction algorithm, which
constructs disinformation trees composed of narratives, sub-narratives, and false state-
ments. This algorithm captures the process through which fake news are transformed
in fake narrative trees. The output is a collection of disinformation trees where the
root node denotes the central false narrative, intermediate nodes correspond to sub-
narratives and leaf nodes are individual instances of fake news from the dataset. This
hierarchical representation is used in the following steps to classify a given text as true
or false by finding a narrative match.

The Algorithm 1 begins by initializing the empty set S, which contains the sen-
tences to be analyzed, and setting the clustering threshold, cluster_dist, to an initial
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Algorithm 1 Automatic narrative extraction

1: S all available disinformation claims

2: cluster_dist = 0.1

3: New_Narrative = True

4: while cluster_dist < maz_dist and New_Narrative do

5: Snew :Q

6: New_Narrative = False

T VS ES S pedaing < g€t embedding(s)

8:  C = Create clusters (87, ,cqding» cluster_distance)
9: for Each cluster ¢ € C do

10: SC = {S|S ESA ngbedding € C}

11 Narrative = Extract common narrative(S,)
12: Inparrative = Entailed(S,., Narrative)

13: Out_narrative = Not Entailed(S., Narrative)
14: if len(Innarrative) > 1 then

15: Narrative— > children = S,

16: Shew = Snew U Narrative

17: Shew = Snew U Out_narrative

18: New_Narrative = True

19: else

20: Snew = Snew U Sc

21: end if

22: end for

23: if =New_Narrative and cluster_dist < max_dist then
24: cluster_dist = cluster_dist + 0.1

25: end if

26: S = Snew

27: end while

28: Return S

value of 0.1. The maximum distance parameter, max_dist, was varied between 0.2 and
1 during testing, representing the range of permissible distances within a cluster of
embeddings.

The iterative process begins by computing vector embeddings for each disinfor-
mation claim. These embeddings, stored in the set embedding: capture the semantic
content of individual statements. By enabling comparisons in a high-dimensional space,
they allow the system to identify and group semantically similar claims based on cosine
similarity—laying the foundation for narrative clustering grounded in meaning rather
than surface form.

At each iteration, the clustering threshold, cluster_dist is used to form clusters
of semantically related statements. Initially set to 0.1, this parameter defines the
maximum distance allowed between embeddings for them to be considered part of the
same cluster.

15



472

473

474

475

476

477

478

479

480

481

482

483

484

485

486

487

488

489

490

491

492

493

494

495

496

497

498

499

500

502

503

505

506

507

508

509

510

511

512

4.5.1 LLM knowledge infusion

For each identified cluster, a common narrative is extracted using a LLM. This nar-
rative serves as a generalization of the disinformation claims within the cluster. To
ensure the coherence and relevance of the extracted narrative, a textual entailment
model is applied, distinguishing between:

o In-narrative claims (IMparrative): Statements that are logically supported by the
extracted narrative.

e Qut-of-narrative claims (Outnarrative): Statements that do not align (i.e. do not
entail) with the identified narrative.

If an extracted narrative is supported by at least two statements, it is included in
the dataset for the next iteration. The corresponding fake statements become children
of the narrative and are no longer analyzed by the algorithm. The narrative becomes
the representative element for these fake statements and is the only component further
analyzed by the algorithm. If a narrative lacks sufficient supporting statements, the
original claims remain unchanged. All such statements, denoted as Out,qrrative, are
added to S, Without modification.

This step of the algorithm is referred to as LLM knowledge infusion. It dynamically
modifies the vector space by removing statements that have already been clustered
under an existing narrative and introducing new synthetic vectors derived from LLM-
generated narrative summaries. These synthetic embeddings serve to represent broader
narrative abstractions, enabling the hierarchical disinformation structure to evolve
and consolidate semantically similar claims.

For example, the statements s;: "USAID organized the Twitter Revolution in the
Republic of Moldova”, se: "The EU is directly involved in the internal affairs of
the Republic of Moldova”, and s3: ”Western non-governmental organizations destroy
Moldova” initially appear as distinct vectors, with pairwise clustering distances rang-
ing from 0.36 to 0.44. Through LLM knowledge infusion, the two closest statements
(s1 and sg) are replaced by a synthetic vector representing the generated narrative n;:
" Western organizations are manipulating the Republic of Moldova’s politics.” This
synthetic point captures the shared meaning of s; and sy and reduces the distance to
sz to 0.34, enabling more coherent and interpretable narrative formation.

The algorithm continues iterating until no new narratives are discovered. If no
further narratives emerge but the clustering threshold cluster_dist remains below the
predefined maximum distance max_dist, the threshold is increased by 0.1, allowing
for looser clustering. This adaptive clustering mechanism ensures that more general
narratives are still detected. If at least one new narrative is identified or the maximum
clustering distance has not been reached, the algorithm restarts using a new set Sycq
consisting of the generated narratives along with disinformation elements that were
not yet part of any narrative.

The final output consists of a set of hierarchically structured narratives, where
disinformation claims are grouped into broader themes.

16



513

514

515

516

517

518

519

520

521

522

523

524

525

526

527

528

529

530

531

532

533

534

535

536

537

538

539

540

541

542

543

544

545

546

547

548

549

550

551

552

553

554

4.6 Fake News Classification

Once the hierarchical structures of disinformation narratives are established, the sys-
tem can assess individual text elements by measuring their alignment with these
patterns—classifying them as true or false depending on their correspondence to known
false narratives.

The classification of an input text is performed by comparing the statement against
a structured hierarchy of disinformation narratives extracted through automatic
narrative extraction (Algorithm 1).

The algorithm begins by initializing the object ¢, with t.text as the input text to
be classified, and an initial label t.label set to ”true”, following the assumption that
a statement is considered true unless evidence is found to classify it as false. The set
S, containing all available disinformation claims, is used to construct the hierarchical
structure H through automatic narrative extraction explained at 1. The embedding
t.emb of t.text is then computed, allowing for semantic comparison with the structured
disinformation narratives.

Once the embedding is obtained, the algorithm identifies the top n most similar
narratives within H using cosine similarity. A boolean flag, found, is initialized as
False to track whether the statement is classified as fake. The algorithm then iterates
through the top n similar narratives to determine if the test statement is entailed by
any of the disinformation claims. If textual entailment confirms that ¢.text is supported
by an existing disinformation claim, it is labeled as ”fake” and the flag found is set
to True.

If the statement is not directly classified as fake, the algorithm proceeds to a
hierarchical verification step. It traverses the structured disinformation hierarchy up,
checking whether the test statement aligns with a broader parent narrative. If a parent
narrative entails the test statement, it is labeled as ”fake” and found is updated to
True. Otherwise, the search continues until the root of the tree is reached or a valid
entailment is found.

The classification process terminates when either a valid match is identified or the
hierarchical checks have been exhausted. The final output is the boolean flag found,
indicating whether the test statement was classified as fake.

4.7 Human-in-the-loop

The Human-in-the-Loop component ensures that the generated narratives are val-
idated and corrected when necessary, mitigating potential errors introduced by
the model or by faulty training data. This component is designed to integrate
expert knowledge into the process, enabling domain specialists to refine the algo-
rithm’s behavior and gain deeper insights into the system’s outputs. To support this
interaction, a dedicated Expert Correction Set of data is utilized.

The process of incorporating expert knowledge is illustrated in Fig. 2. For each
entry in the Expert Correction Set, the text is processed by the algorithm, which
classifies it as either true or fake. If a classification error is identified, expert interven-
tion is required to adjust the hierarchical structure produced by the algorithm. In the
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Fig. 2: Incorporating expert knowledge in the system

absence of a misclassification, the algorithm proceeds to the next entry. This process is
repeated iteratively until all entries in the Expert Correction Set have been evaluated.

The expert’s intervention follows a structured approach. When a text is incorrectly
labeled, the system presents the corresponding narrative that led to this classification,
for false positive, or the fact that no fake narrative has been found. For false positive
the expert is able to analyze the narrative along with its first-level child elements.
For false negative the expert has the option to add the element together with a hand
written narrative. The following actions are permitted for the expert:

1. Delete the narrative along with all its child elements: effective if the classification
error originates from incorrect train data. Since such erroneous elements are often
grouped within the same narrative, they can be efficiently removed in bulk.

2. Remowe the narrative but retain one or more child elements: useful when some sub-
narratives or child elements remain valid, even if the parent narrative is incorrect.

3. Modify the narrative: if the original narrative fails to capture a specific nuance, the
specialist can refine it to better represent the context.

4. Add a new narrative: if an element was incorrectly classified as true, the specialist
can add it as a new tree, and manually set the narrative, ensuring that future
elements with the same narrative are correctly classified.

5. Ignore sample: if the Expert Correction Set contains elements for which the spe-
cialist is uncertain about the appropriate action, there is the option to disregard
them.

Through the human-in-the-loop process, experts intervene to refine the system’s
internal hierarchy—adjusting narrative structures that underpin classification. These
corrections improve the framework’s reliability and adaptability, resulting in a more
robust approach to detecting disinformation.
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4.8 Experiments

The experiments involved running the automatic narrative extraction Algorithm 1
on the COVID-19[39] and VER-1 datasets. Different parameters were optimized like:
prompts, maximum clustering distance and the number of human interventions.

4.8.1 Narrative Generation with LLM

The Large Language Model (LLM), gpt-4o-mini, was guided through a combination
of prompt engineering and two-shot learning, to extract and structures disinformation
narratives. The model was provided with the following system prompts to facilitate
narrative generation: ”You are a journalist specialised in disinformation narratives
about COVID / propaganda. You help in research in combating disinformation and
need to find common narratives for grouping fake news. The narratives must be a
simple sentence which be inferred from the sentences with textual entailment model.
The input sentence may have comments and other details, you need to take only the
disinformation core of it. The resulting narrative must be a disinformation statement
in itself”

Three-shot learning was used to guide the language model in generating disin-
formation narratives. Each prompt consisted of a small set of two examples pairing
general narrative themes with representative false statements.

4.8.2 Entailment with LLM

For the entailment task, the same large language model (LLM), gpt-4o-mini, was
utilized and guided through prompt engineering to enhance its entailment capabilities.
The LLM was chosen due to its ability to incorporate a broader contextual under-
standing, which conventional entailment models often lack. For instance, a standard
entailment model might not infer a relationship between statements such as ”Trump
has COVID” and ”Famous people have COVID”  whereas an LLM can leverage con-
textual reasoning to establish a stronger connection. Given this advantage, we opted
to use an LLM-based approach for the entailment task.

The model was instructed using the following system prompt: ”You are a model
that determines whether a news headline is part of a given narrative. Respond strictly
in the following JSON format: {”label”: ”’entailment’— neutral’— contradiction’”,
"score”: [0,1]} Do not provide any explanations. Assign the label entailment if the
information can be logically deduced or implies another statement, along with a confi-
dence score between 0 and 1 indicating the strength of the relationship. The label must

>

be a simple string with one of the values: ‘entailment’, ‘neutral’, or ’contradiction’.

4.8.3 Cluster distance impact on narratives

In the experiments, the clustering distance parameter corresponds to the cosine
distance measure, which determines the degree of semantic closeness between text
embeddings. Cosine distance ranges from 0 (identical) to 1 (completely dissimilar),
with lower values indicating greater semantic similarity between statements.

The maximum clustering distance was varied between 0.1 and 1 to systematically
analyze how different similarity thresholds impact the formation of disinformation
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narratives. The choice of 0.1 as the lower bound ensures that only highly similar
statements are clustered together, preserving strict semantic coherence within each
narrative. This threshold minimizes the risk of grouping unrelated fake news claims,
thus maintaining a fine-grained separation of distinct misinformation themes.

On the other hand, the upper bound of 0.9 represents the most relaxed clus-
tering condition, allowing for the broadest possible grouping of claims. In practice,
distances close to 1 enable the formation of larger, more generalized narratives by
merging semantically distant statements under a common theme. This setting is use-
ful for identifying overarching misinformation trends, though it may lead to narrative
generalizations that reduce specificity.

We observed that as the clustering distance increases, the number of disinfor-
mation statements that remain unclustered—i.e., not grouped with any narrative or
failing to meet the similarity threshold—initially decreases. A high number of unclus-
tered statements at lower distances indicates that the threshold is too restrictive for
meaningful group formation. However, beyond a clustering distance of 0.7, this num-
ber stabilizes. This plateau arises due to the textual entailment constraint: even when
a common narrative is generated by the LLM and statements are grouped seman-
tically, the algorithm excludes claims that fail the entailment check. Consequently,
further increasing the clustering distance does not substantially reduce the number of
ungrouped statements.

In the COVID dataset, a significant portion of elements—39% at a clustering
distance of 0.7—remain unclustered, indicating they were not identified as part of any
narrative. In contrast, the VER-1 dataset, which focuses exclusively on disinformation
and war propaganda, shows a higher clustering rate, with fewer than 25% of entries
unassigned. This suggests that the COVID dataset includes more isolated or loosely
structured fake news items, whereas VER-1 is characterized by recurring, coherent
narrative patterns.

Validation accuracy varied significantly as a function of the maximum clustering
distance, between 0.6 and 0.9, reflecting the system’s sensitivity to the underlying nar-
rative structure. Although the dataset instances remain constant across distances, the
resulting narrative groupings differ, leading to changes in the entailment relationships
between statements and candidate narratives. This variation highlights the influence
of narrative configuration on disinformation detection performance. The algorithm
performs notably better on the VER-1 dataset compared to the COVID dataset, with
a 17 percentage point difference in classification accuracy. For both datasets, peak val-
idation accuracy is observed at a clustering distance of 0.6, reaching 0.84 for VER-1
and 0.68 for COVID.

In conclusion, the proposed self-explanatory, human-in-the-loop system for disin-
formation detection shifts the focus from binary classification to structured narrative
understanding. This approach enables classification through narrative alignment,
resulting in an interpretable, correctable, and expert-guided framework that offers a
transparent and accountable alternative to black-box models.
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